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Abstract
This chapter reviews statistical methods for the
analysis of longitudinal data that are com-
monly found in health services research. The
chapter begins by discussing issues inherent in
longitudinal data and provides historical back-
ground on early methods that were used to
analyze data of this type. Next, mixed-effects
regression models (MRMs) and covariance-
pattern models (CPMs) for longitudinal data
are introduced with a focus on linear models
for normally distributed outcomes. As an illus-
tration of the use of these methods in practice,
MRMs and CPMs are applied to data from the
Women Entering Care (WECare) study, a lon-
gitudinal depression treatment study. Finally,
extensions and alternatives to these models are
briefly described. Key phrases: mixed-effects
models; random-effects models; covariance-
pattern models; effect sizes.
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Introduction

In health services research, a typical study design
is the longitudinal clinical trial in which patients
are randomly assigned to different treatments and
repeatedly evaluated over the course of the study.
Since the pioneering work of Laird and Ware
(1982), statistical methods for the analysis of lon-
gitudinal data have advanced dramatically. Prior
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to this time, a standard approach to analysis of
longitudinal data principally involved using the
longitudinal data to impute end-points (e.g., last
observation carried forward) and then to simply
discard the valuable intermediate time-point data,
favoring the simplicity of analyses of change
scores from baseline to study completion (or the
last available measurement treated as if it was
what would have been obtained had it been the
end of the study), in some cases adjusting for
baseline severity as well. Laird and Ware (1982)
showed that mixed-effects regression models
could be used to perform a more complete analy-
sis of all of the available longitudinal data under
much more general assumptions regarding the
missing data (i.e., missing at random). The net
result was a more powerful set of statistical tools
for analysis of longitudinal data that led to more
powerful statistical hypothesis tests, more precise
estimates of rates of change (and differential rates
of change between experimental and control
groups), and more general assumptions regarding
missing data, for example, because of study drop-
out. This early work has led to considerable
related advances in statistical methodology for
the analysis of longitudinal data (see Hedeker
and Gibbons 2006; Fitzmaurice et al. 2012;
Diggle et al. 2002; Goldstein 2011; Longford
1993; Raudenbush and Bryk 2002; Singer and
Willett 2003; Verbeke and Molenberghs 2000 for
several excellent reviews of this growing
literature).

The following sections provide a general over-
view of recent advances in statistical methods for
the analysis of longitudinal data. The primary
focus is on linear models for continuous data.
Their application is illustrated using data from
the Women Entering Care (WECare) study, a lon-
gitudinal depression treatment study of low
income minority women with depression. In
order to motivate the use of these advanced
methods, the first section discusses issues inherent
in longitudinal data and some of the history of
earlier methods for the analysis of longitudinal
data. Next, linear mixed-effects regression models

(MRMs) and covariance-pattern models (CPMs)
are described in detail and applied to the WECare
study. At the end of the chapter, alternatives to and
extensions of linear MRMs are briefly discussed
and concluding remarks are provided.

Issues Inherent in Longitudinal Data

While longitudinal studies provide far more infor-
mation than their cross-sectional counterparts,
they are not without complexities. The following
sections review some of the major issues associ-
ated with longitudinal data analysis.

Heterogeneity
Particularly in health services research, individual
differences are the norm rather than the exception.
The overall mean response in a sample drawn
from a population provides little information
regarding the experience of the individual. In con-
trast to cross-sectional studies in which it is rea-
sonable to assume that there are independent
random fluctuations at each measurement occa-
sion, when the same subjects are repeatedly mea-
sured over time, their responses are correlated
over time, and their estimated trend line or curve
can be expected to deviate systematically from the
overall mean trend line. For example, behavioral
and/or biological subject-level characteristics can
increase the likelihood of a favorable response to a
particular experimental intervention (e.g., a new
pharmacologic treatment for depression), leading
subjects with those characteristics to have a trend
with higher slope (i.e., rate of change) than the
overall average rate of change for the sample as a
whole. In many cases, these personal characteris-
tics may be unobservable, leading to unexplained
heterogeneity in the population. Modeling this
unobserved heterogeneity in terms of variance
components that describe subject-level effects is
one way to accommodate the correlation of the
repeated responses over time and to better
describe individual differences in the statistical
characterization of the observed data. These vari-
ance components are often termed “random-effects,”
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leading to terms like random-effects or mixed-
effects regression models.

Missing Data
Perhaps the most important issue when analyzing
data from longitudinal studies is the presence of
missing data. Stated quite simply, not all subjects
remain in the study for the entire length of the
study. Reasons for discontinuing the study may be
differentially related to the treatment. For exam-
ple, some subjects may develop side effects to an
otherwise effective treatment and must discon-
tinue the study. Alternatively, some subjects
might achieve the full benefit of the study early
on and discontinue the study because they feel
that their continued participation will provide no
added benefit. The treatment of missing data in
longitudinal studies is itself a vast literature, with
major contributions by Laird (1988), Little
(1995), Rubin (1976), and Little and Rubin
(2002) to name a few. The basic issue is that
even in a randomized and well-controlled clinical
trial, the subjects who were initially enrolled in the
study and randomized to the various treatment
conditions may be quite different from those sub-
jects that are available for analysis at the end of the
trial. If subjects “drop out” because they already
have derived full benefit from an effective treat-
ment, an analysis that only considers those sub-
jects who completed the trial may fail to show that
the treatment was beneficial relative to the control
condition. This type of analysis is often termed a
“completer” analysis. To avoid this type of obvi-
ous bias, investigators often resort to an analysis
in which the last available measurement is carried
forward to the end of the study as if the subject had
actually completed the study. This type of analy-
sis, often termed an “end-point” analysis, intro-
duces its own set of problems in that (a) all
subjects are treated equally regardless of the
actual intensity of their treatment over the course
of the study, and (b) the actual responses that
would have been observed at the end of the
study, if the subject had remained in the study
until its conclusion, may in fact, be quite different
than the response made at the time of discontinu-
ation. Returning to the example of the study in
which subjects discontinue when they feel that

they have received full treatment benefit, an
end-point analysis might miss the fact that some
of these subjects may have had a relapse had they
remained on treatment. Many other objections
have been raised about these two simple
approaches of handing missing data, which have
led to more statistically reasoned approaches for
the analysis of longitudinal data with missing
observations.

Irregularly Spaced Measurement
Occasions
It is not at all uncommon in real longitudinal
studies either in the context of designed experi-
ments or naturalistic cohorts, for individuals to
vary both in the number of repeated measure-
ments they contribute and even in the time at
which the measurements are obtained. This may
be due to drop-out or simply due to different sub-
jects having different schedules of availability.
While this can be quite problematic for traditional
analysis of variance based approaches (leading to
highly unbalanced designs which can produce
biased parameter estimates and tests of hypothe-
ses), more modern statistical approaches to the
analysis of longitudinal data are all but immune
to the “unbalancedness” that is produced by hav-
ing different times of measurement for different
subjects. Indeed, this is one of the most useful
features of the regression approach to this prob-
lem, namely the ability to use all of the available
data from each subject, regardless of when the
data were specifically obtained.

Historical Background

Existing methods for the analysis of longitudinal
data are an outgrowth of two earlier approaches
for repeated measures data. The first approach, the
so-called repeated measures ANOVA was essen-
tially a random intercept model that assumed that
subjects could only deviate from the overall mean
response pattern by a constant that was equivalent
over time. A more reasonable view is that the
subject-specific deviation is both in terms of the
baseline response (i.e., intercept) and in terms of
the rate of change over time (i.e., slope or set of
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trend parameters). This more general structure
could not be accommodated by the repeated mea-
sures ANOVA. The random intercept model
assumption leads to a compound-symmetric vari-
ance-covariance matrix for the repeated measure-
ments in which the variances and covariances of
the repeated measurements are constant over time.
In general, it is common to find that variances
increase over time and covariances decrease as
time-points become more separated in time.
Finally, based on the use of least-squares estima-
tion, the repeated measures ANOVA breaks down
for unbalanced designs, such as those in which the
sample size decreases over time due to subject
discontinuation. Based on these limitations, the
repeated measures ANOVA and related
approaches are mostly no longer used for the
analysis of longitudinal data. Mixed-effects
regression models, which are described in the
next section, build upon the repeated measures
ANOVA framework by allowing more than just
the intercept term to vary by individual in order to
better capture between-subject variability. In addi-
tion, mixed-effects regression models use all
available data so that not all subjects need to be
measured at the same time points.

The second early approach for repeated mea-
sures data was multivariate growth curve – or
MANOVA – models (Potthoff and Roy 1964;
Bock 1975). The primary advantage of the
MANOVA approach versus the ANOVA
approach is that the MANOVA assumes a general
form for the correlation of repeated measurements
over time, whereas the ANOVA assumes the
much more restrictive compound-symmetric
form. The disadvantage of the MANOVA model
is that it requires complete data. Subjects with
incomplete data are removed from the analysis,
leading to potential bias. In addition, both
MANOVA and ANOVA models focus on com-
parison of group means and provide no informa-
tion regarding subject-specific growth curves.
Finally, both ANOVA and MANOVA models
require that the time-points are fixed across sub-
jects (either evenly or unevenly spaced) and are
treated as a classification variable in the ANOVA
or MANOVA model. This precludes analysis of
unbalanced designs in which different subjects are

measured on different occasions. Finally, software
for the MANOVA approach often makes it diffi-
cult to include time-varying covariates, which are
often essential to modeling dynamic relationships
between predictors and outcomes. TheMANOVA
approach has been extended into a set of methods
referred to as CPMs which also estimate the
parameters of the repeated measures variance-
covariance matrix, but within a regression frame-
work. Additionally, CPMs allow for incomplete
data across time, and thus include subjects with
incomplete data in the analysis. These methods
are discussed in the next section.

Statistical Models for the Analysis
of Longitudinal and Repeated
Measures Data

In an attempt to provide a more general treatment
of longitudinal data, with more realistic assump-
tions regarding the longitudinal response process
and associated missing data mechanisms, statisti-
cal researchers have developed a wide variety of
more rigorous approaches to the analysis of lon-
gitudinal data. Among these, the most widely
used include mixed-effects regression models
(Laird and Ware 1982), and generalized estimat-
ing equation (GEE) models (Zeger and Liang
1986). Variations of these models have been
developed for both discrete and continuous out-
comes and for a variety of missing data mecha-
nisms. The primary distinction between the two
general approaches is that mixed-effects models
are “full-likelihood” methods and GEE models
are “partial-likelihood” methods. The advantage
of statistical models based on partial-likelihood is
that (a) they are computationally easier than full-
likelihood methods, and (b) they generalize quite
easily to a wide variety of outcome measures with
quite different distributional forms. The price of
this flexibility, however, is that partial likelihood
methods are more restrictive in their assumptions
regarding missing data than their full-likelihood
counterparts. In addition, full-likelihood methods
provide estimates of person-specific effects (e.g.,
person-specific trend lines) that are quite useful in
understanding inter-individual variability in the
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longitudinal response process and in predicting
future responses for a given subject or set of sub-
jects from a particular subgroup (e.g., a county, a
hospital, or a community). In the following sec-
tions attention is focused on full-likelihood
methods, and partial-likelihood methods are only
briefly discussed in section “Generalized Estimat-
ing Equation Models.”

Mixed-Effects Regression Models

Mixed-effects regression models (MRMs) are
now widely used for the analysis of longitudinal
data. Variants of MRMs have been developed
under a variety of names: random-effects models
(Laird and Ware 1982), variance component
models (Dempster et al. 1981), multilevel models
(Goldstein 1986), two-stage models (Bock 1989),
random coefficient models (de Leeuw and Kreft
1986), mixed models (Longford 1987; Wolfinger
1993), empirical Bayes models (Hui and Berger
1983; Strenio et al. 1983), hierarchical linear
models (Raudenbush and Bryk 1986), and ran-
dom regression models (Bock 1983a, b; Gibbons
et al. 1988). A basic characteristic of these models
is the inclusion of random subject effects into
regression models in order to account for the
influence of subjects on their repeated observa-
tions. These random subject effects thus describe
each person’s trend across time, and explain the
correlational structure of the longitudinal data.
Additionally, they indicate the degree of
between-subject variation that exists in the popu-
lation of subjects.

There are several features that make MRMs
especially useful in longitudinal research. First,
subjects are not assumed to be measured the
same number of times, thus, subjects with incom-
plete data across time are included in the analysis.
The ability to include subjects with incomplete
data is an important advantage relative to proce-
dures that require complete data across time
because (a) by including all data, the analysis
has increased statistical power, and (b) complete-
case analysis may suffer from biases to the extent
that subjects with complete data are not represen-
tative of the larger population of subjects. Because

time can be treated as a continuous variable in
MRMs, subjects do not have to be measured at
the same time-points. This is useful for analysis of
longitudinal studies where follow-up times are not
uniform across all subjects. Both time-invariant
and time-varying covariates can be easily
included in the model. Thus, changes in the out-
come variable may be due to both stable charac-
teristics of the subject (e.g., their gender or race)
as well as characteristics that change across time
(e.g., life-events). Finally, whereas traditional
approaches estimate average change (across
time) in a population, MRMs can also estimate
change for each subject. These estimates of indi-
vidual change across time can be particularly use-
ful in longitudinal studies where a proportion of
subjects exhibit change that deviates from the
average trend.

To help fix ideas, consider the following simple
linear regression model for the measurement y of
individual i (i = 1, 2, . . ., N subjects) on occasion
j ( j = 1, 2, . . . ni occasions):

yij ¼ β0 þ β1tij þ β2 tij � Trti
� �þ eij: (1)

Ignoring subscripts, this model represents the
regression of the outcome variable y on the inde-
pendent variable time (denoted t). The subscripts
keep track of the particulars of the data, namely
whose observation it is (subscript i) and when the
observation was made (the subscript j). The inde-
pendent variable t gives a value to the level of
time, and may represent time in weeks, months,
etc. Since y and t carry both i and j subscripts, both
the outcome variable and the time variable are
allowed to vary by individuals and occasions.
The variable T rti is a binary variable that indicates
the treatment assigned to individual i. When T rt is
dummy coded as a 1 or 0, with 1 indicating mem-
bership in the treatment group, the regression
coefficient β0 is the mean of y when t = 0, β1 is
the slope or rate of change for the control group,
and β2 is the difference in slopes between the
treatment and control groups.

In linear regression models, the errors eij are
assumed to be normally and independently dis-
tributed in the population with zero mean and
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common variance σ2. This independence assump-
tion makes the typical general linear regression
model unreasonable for longitudinal data. This is
because the outcomes y are observed repeatedly
from the same individuals, and so it is much more
reasonable to assume that errors within an indi-
vidual are correlated to some degree. Further-
more, the above model posits that the change
across time is the same for all individuals since
the model parameters (β0, the intercept or initial
level, and β1, the linear change across time) do not
vary by individuals except in terms of treatment
assignment. For both of these reasons, it is useful
to add individual-specific effects into the model
that will account for the data dependency and
describe differential time-trends for different indi-
viduals. This is precisely what MRMs do. The
essential point is that MRMs therefore can be
viewed as augmented linear regression models.
Note also that here and elsewhere in this chapter,
a main effect for treatment is not included in the
model. That is, it is assumed that there is no
difference in the expected outcomes between
treatment groups at baseline. This is a reasonable
assumption in a clinical trial where participants
are randomized prior to receiving treatment.
Alternatively, in an observational study where
treatment (or exposure) is not randomized, it usu-
ally makes sense to include a main effect for
treatment to account for differences between treat-
ment groups at baseline.

Random Intercept Model
A simple extension of the linear regression model
described in Eq. 1 is the random intercept model,
which allows each subject to deviate from the
overall mean response by a person-specific con-
stant that applies equally over time:

yij ¼ β0 þ β1tij þ β2 tij � Trti
� �þ υ0i þ eij (2)

where υ0i represents the influence of individual
i on his/her repeated observations. Notice that if
individuals have no influence on their repeated
outcomes, then all of the υ0i terms would equal
0. However, it is more likely that subjects will
have positive or negative influences on their

longitudinal data, and so the υ0i terms will deviate
from 0. Since individuals in a sample are typically
thought to be representative of a larger population
of individuals, the individual-specific effects υ0i
are treated as random effects. That is, the υ0i are
considered to be representative of a distribution of
individual effects in the population. The most
common form for this population distribution is
the normal distribution with mean 0 and variance
σ2υ . In addition, the model assumes that the errors
of measurement (eij) are conditionally indepen-
dent, which implies that the errors of measure-
ment are independent conditional on the random
individual-specific effects υ0i. Since the errors
now have the influence due to individuals
removed from them, this conditional indepen-
dence assumption is much more reasonable than
the ordinary independence assumption associated
with the linear regression model in Eq. 1. The
random intercept model is depicted graphically
in the left panel of Fig. 1.

As can be seen, individuals deviate from the
regression of y on t in a parallel manner in this
model (since there is only one subject effect υ0i)
(for simplicity, it is assumed the treatment effect
β2 = 0). In this figure the solid line represents the
population average trend, which is based on
β0 and β1. Also depicted are ten individual trends,
both below and above the population (average)
trend. For a given sample there are N such lines,
one for each individual. The variance term σ2υ
represents the spread of these lines. If σ2υ is near-
zero, then the individual lines would not deviate
much from the population trend and individuals
do not exhibit much heterogeneity in their change
across time. Alternatively, as individuals differ
from the population trend, the lines move away
from the population trend line and σ2υ increases. In
this case, there is more individual heterogeneity in
time-trends.

Random Intercept and Trend Model
For longitudinal data, the random intercept model
is often too simplistic for a number of reasons.
First, it is unlikely that the rate of change across
time is the same for all individuals. It is more
likely that individuals differ in their time-trends;
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not everyone changes at the same rate. Further-
more, the compound symmetry assumption of the
random intercept model is usually untenable for
most longitudinal data. In general, measurements
at points close in time tend to be more highly
correlated than measurements further separated
in time. Also, in many studies subjects are more
similar at baseline due to entry criteria, and
change at different rates across time. Thus, it is
natural to expect that variability will increase
over time.

For these reasons, a more realistic MRM
allows both the intercept and time-trend to vary
by individuals:

yij ¼ β0 þ β1tij þþβ2 tij � Trti
� �þ υ0i

þ υ1itij þ eij: (3)

In this model, β0 is the overall population
intercept, β1 is the overall population slope for
the group with Trt coded 0, and β2 indicates how
the population slopes vary between treatment

groups (by specifically indicating how the slope
for Trt coded 1 is different than the slope for Trt
coded 0). In terms of the random effects, υ0i is the
intercept deviation for subject i, and υ1i is the
slope deviation for subject i (relative to their treat-
ment group). As before, eij is an independent error
term distributed normally with mean 0 and vari-
ance σ2. As with the random intercept model, the
assumption regarding the independence of the
errors is one of conditional independence, that is,
they are independent conditional on υ0i and υ1i.
With two random individual-specific effects, the
population distribution of intercept and slope
deviations is assumed to be bivariate normal
N (0, Συ), with the random-effects variance-
covariance matrix given by

X
υ
¼ σ2υ0 συ0υ1

συ0υ1 σ2υ1

� �
: (4)

The model described in Eq. 3 can be thought of
as a personal trend or change model since it
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Fig. 1 Simulated longitudinal data based on a random
intercept model (left panel) and a random intercept and
slope model (right panel). The solid bold line represents

the overall population (average) trend. The dashed lines
represent individual trends
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represents the measurements of y as a function of
time, both at the individual υ0i and υ1i and popu-
lation β0 and β1 (plus β2) levels. The intercept
parameters indicate the starting point, and the
slope parameters indicate the degree of change
over time. The population intercept and slope
parameters represent the overall (population)
trend, while the individual parameters express
how subjects deviate from the population trends.
The right panel of Fig. 1 represents this model
graphically.

As can be seen, individuals deviate from the
average trend both in terms of their intercept and
in terms of their slope. As with the random inter-
cept model, the spread of the lines around the
average intercept is measured by σ2υ0 in Eq. 4.
The variance of the slopes around the average
trend is measured by σ2υ1 in Eq. 4. By allowing
the individual slopes to vary, it is now possible for
individual trends to be positive even though the
overall trend is negative. The term συ0υ1 in Eq. 4
measures the association (covariance) between
the random intercept and slope. When this quan-
tity is negative, individuals with larger intercepts
(β0 + υi0) will have steeper slopes (β1 + υi1).

Matrix Formulation

A more compact representation of the MRM is
afforded using matrices and vectors. This formu-
lation helps to summarize statistical aspects of the
model. For this, the MRM for the ni � 1 response
vector y for individual i can be written as:

yi
ni�1

¼ Xi
ni�p

β
p�1

þ Zi
ni�r

vi
r�1

þ ei
ni�1

(5)

with i = 1 . . . N individuals and j = 1 . . . ni
observations for individual i. Here, yi is the
ni � 1 dependent variable vector for individual i,
Xi is the ni � p covariate matrix for individual i, β
is the p� 1 vector of fixed regression parameters,
Zi is the ni � r design matrix for the random
effects, υi is the r� 1 vector of random individual
effects, and «i is the ni � 1 residual vector.

For example, in the random intercepts and
slopes MRM just considered, for a participant in
the treatment group (Trti= 1) the data matrices are
written as

yi ¼

yi1
yi2
� � �
� � �
yini

2
66664

3
77775 and Xi ¼

1 ti1 ti1
1 ti2 ti2
� � � � � �
� � � � � �
1 tini tini

2
66664

3
77775 and Zi

¼

1 ti1
1 ti2
� � � � � �
� � � � � �
1 tini

2
66664

3
77775

and the population and individual trend parameter
vectors are written as,

β ¼
β0
β1
β2

2
4

3
5 and υ0i ¼ υ0i

υ1i

� �

respectively. The distributional assumptions
about the random effects and residuals are:

υi � N 0,Συð Þ
ei � N 0, σ2Inið Þ:

As a result, it can be shown that the expected
value of the repeated measures yi is

E yið Þ ¼ Xiβ (6)

and the variance-covariance matrix of yi is of the
form:

V yið Þ ¼ ZiΣυZ
0
i þ σ2Ini : (7)

For example, with r = 2, n = 3, and

Xi

1 0 0

1 1 1

1 2 2

2
4

3
5 and Zi ¼

1 0

1 1

1 2

2
4

3
5
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The expected value of y is

β0
β0 þ β1 þ β2

β0 þ 2β1 þ 2β2

2
4

3
5

and the variance-covariance matrix equals σ2Iniþ

σ2υ0 σ2υ0 þ συ0υ1 σ2υ0 þ 2συ0υ1
σ2υ0 þ συ0υ1 σ2υ0 þ 2συ0υ1 þ σ2υ1 σ2υ0 þ 3συ0υ1 þ 2σ2υ1
σ2υ0 þ 2συ0υ1 σ2υ0 þ 3συ0υ1 þ 2σ2υ1 σ2υ0 þ 4συ0υ1 þ 4σ2υ1

2
4

3
5

which allows the variances and covariances to
change across time. For example, if συ0υ1 is posi-
tive, then clearly the variance increases across
time. Diminishing variance across time is also
possible if, for example, �2συ0υ1 > σ2υ1 . Other
patterns are possible depending on the values of
these variance and covariance parameters.

Models with additional random effects are also
possible, as are models that allow autocorrelated
errors, that is «i � N (0, σ2Ωi). Here, Ω might, for
example, represent an autoregressive (AR) or
moving average (MA) process for the residuals.
Autocorrelated error regression models are com-
mon in econometrics. Their application within an
MRM formulation is treated by Chi and Reinsel
(1989) and Hedeker (1989), and extensively
described in Verbeke and Molenberghs (2000).
By including both random effects and auto-
correlated errors, a wide range of variance-
covariance structures for the repeated measures
is possible. This flexibility is in sharp contrast to
the traditional ANOVA models which assume
either a compound symmetry structure (univariate
ANOVA) or a totally general structure
(MANOVA). Typically, compound symmetry is
too restrictive and a general structure is not parsi-
monious. MRMs, alternatively, provide these two
and everything in between, and so allow efficient
modeling of the variance-covariance structure of
the repeated measures.

Covariance Pattern Models

An alternative to using random effects to model
correlated measurements over time is to explicitly

model the covariance structure through the use of
CPMs. These models are a direct outgrowth of the
multivariate growth curve models described in the
Historical Background section where the covari-
ance structure of the repeated observations was
assumed to follow a general form and all param-
eters of the matrix were estimated. Rather than
estimating every parameter of the covariance
matrix, CPMs assume the variance-covariance
matrix of the repeated observations follows a spe-
cific structure. For example, the compound sym-
metry (CS) covariance model has only two
parameters σ2 (variance) and ρ (correlation) and
assumes that observations Yij have constant vari-
ance over time and the correlation between any
two observations on the same subject is the same
no matter how far apart those observations
occurred. A variety of covariance structures exist
and are available in most software packages. See
Weiss (2005) for detailed descriptions of a number
of different covariance matrices.

Using the matrix notation in Eq. 5, a CPM
would be

yi ¼ Xiβþ ei (8)

Where instead of assuming the residuals are
independent, it is assumed «i � N (o, Ωi). Some
common choices for Ωi include the previously
mentioned compound symmetry where for three
observations on subject i the covariance matrix is

V yið Þ ¼ σ2
1 ρ ρ
ρ 1 ρ
ρ ρ 1

0
@

1
A

and the parameter ρ is the correlation between any
two observations on the same subject. An auto-
regressive or AR(1) covariance structure also has
two parameters like the compound symmetry
structure but takes on a different form, namely,

V yið Þ ¼ σ2
1 ρ ρ2

ρ 1 ρ
ρ2 ρ 1

0
@

1
A:
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Thus, the farther apart two observations are in
time, the lower the correlation between them
(assuming ρ > 0). In general, CPMs apply struc-
ture by specifying a specific relationship between
repeated observations on the same subject and
assuming constant (homogenous) variance over
time (though the homogeneity of variance can be
relaxed).

When choosing a covariancemodel for repeated
measures data, one wishes to choose the most
parsimonious model that fits the data well. This
can be done by first modeling the mean of obser-
vations over time and then using likelihood ratio
tests as well as model fit indices such as the Bayes-
ian Information Criteria (BIC) and the Akaike
Information Criteria (AIC) to select the model
that best fits the correlation and variance structure
of the data. More details on methods for assessing
and comparing model fit of the variance-
covariance structure are described by Wolfinger
(1993) and Grady and Helms (1995).

Calculating Effect Sizes

Effect Sizes for Mixed-Effects Models
It is often of interest to summarize results from an
intervention in terms of effect sizes. The effect
size of an intervention is defined as the difference
in means between the intervention and the control
(or its comparator) divided by the standard devi-
ation of the outcome. Assume a random intercept
and slope MRM as in Eq. 16, that is

yij ¼ β0 þ β1tij þþβ2 tij � Trti
� �þ υ0i þ υ1itij

þ eij

To estimate the effect size of the treatment
effect at time 2, begin by calculating the predicted
mean for a subject in the treatment group at time
2 (Trti = 1 tij = 2):

E yijj Trti ¼ 1, tij ¼ 2
� �

¼ β0 þ 2β1 þ 2β2 (9)

and the predicted mean for a control subject at
time 2 is

E yijj Trti ¼ 1, tij ¼ 2
� �

¼ β0 þ 2β1 (10)

since the mean of the random effects and variance
terms are 0. Thus the difference between the two
groups is 2β2. The variance for both groups at time
2 is

Var yijj tij ¼ 2
� �

¼ Var v0ið Þ þ 22Var v1ið Þ
þ 4Cov v0i, v1ið Þ
þ Var eij

� �
(11)

¼ σ2υ0 þ 4σ2υ1 þ 4συυ þ συ0υ1 þ σ2: (12)

In matrix notation, this is written as

Var yijj tij ¼ 2
� �

¼ 1 2½ �Συ 1 2½ �T þ σ2:

Thus, the effect size of the intervention at time
2 is

Effect Size ¼ 2β2
σ2υ0 þ 4σ2υ0 þ 4συ0υ1 þ σ2

:

Effect Sizes for Covariance Pattern
Models
Calculating effect sizes for a covariance pattern
model is slightly different than for the mixed-
effect model in Eq. 16 because, although it is not
necessary take into account the variance of the
random effects, the error terms are no longer inde-
pendent. The model is

yij ¼ β0 þ β1tij þ β2 tij � Trti
� �þ eij (13)

where «i � N (0, Ωi). As in Eqs. 9 and 10 the
difference in predicted means between treatments
and controls is 2β2. The variance for both groups
at time 2 is simply

Var yijj tij ¼ 2
� �

¼ Var ei3ð Þ (14)

¼ σ233 (15)
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That is, the variance at time 2 is the third term
on the diagonal of the error variance covariance
matrix. Thus, the effect size of the intervention at
time 2 is

Effect Size ¼ 2β2
σ233

:

Illustrative Example: The WECare
Study

This section implements and extends the above
methods using data from the WECare Study. The
WECare Study investigated depression outcomes
during a 12-month period inwhich267 low-income,
mostly minority, women in the suburban
Washington, DC, area were treated for depression.
The participants were randomly assigned to one of
three groups: medication, cognitive behavioral ther-
apy (CBT), or treatment-as-usual (TAU), which
consisted of referral to a community provider.
Depression was measured every month or every
other month through a phone interview using the
Hamilton Depression Rating Scale (HDRS). Infor-
mation on ethnicity, income, number of children,
insurance, and education was collected during the
screening and baseline interviews. All screening
and baseline data were complete except for income,
with 10 participants missing data on income. After
baseline, the percentage of missing interviews
ranged between 24 and 38 per cent across months.
Outcomes of the study were reported in Miranda
et al. (2003, 2006). In these papers, the primary
research question was whether the medication and
CBT treatment groups had better depression out-
comes as compared with the treatment-as-usual
(TAU) group.

Table 1 provides mean HDRS scores, percent
missing, and cumulative measurement dropout at
each time point by treatment group. By month
6, approximately 84% of participants had been
retained in the study. By month 12, the retention
rate was 76%. The difference in dropout rates
across the three treatment groups was not

significant ( p = 0.27). Figure 2 provides a spa-
ghetti plot of depression trajectories for all
267 participants (top panel) and also plots the
mean depression score by treatment group (bot-
tom panel). Two features of the data are readily
apparent. First, as shown by the spaghetti plot,
there is quite a bit of between-subject variability
in the data. Second, as shown by the plots of
means over time, the trends in depression scores
do not appear to be linear. Instead, they appear
curvilinear, with an initial strong downward trend
and then a leveling off over time.

Table 1 WECare mean Hamilton Depression Rating
Scale (HDRS) scores, percent missing, and cumulative
measurement dropout at each time point

Mean HDRS score (% missing, % cumulative
measurement dropout)

Month of
study

Medication
(n = 88)

CBT
(n = 90)

TAU
(n = 89)

Baseline 17.95 (0%,
0%)

16.28 (0%,
0%)

16.48 (0%,
0%)

Month 1 14.00 (20%,
2%)

13.11
(27%, 6%)

12.80
(27%, 4%)

Month 2 10.74 (16%,
5%)

11.42
(27%, 7%)

11.30
(29%,
10%)

Month 3 9.60 (28%,
8%)

10.24
(36%, 9%)

13.05
(27%,
11%)

Month 4 9.54 (31%,
9%)

9.07 (38%,
13%)

11.81
(35%,
12%)

Month 5 8.62 (40%,
14%)

10.47
(34%,
14%)

11.85
(40%,
13%)

Month 6 9.17 (28%,
18%)

10.73
(33%,
14%)

11.92
(29%,
15%)

Month 8 8.07 (36%,
24%)

9.62 (30%,
17%)

11.55
(33%,
18%)

Month 10 9.04 (40%,
27%)

8.31 (31%,
20%)

10.92
(31%,
19%)

Month 12 9.71 (30%,
30%)

8.38 (24%,
24%)

10.22
(19%,
19%)

Note. CBT cognitive behavioral therapy, TAU treatment as
usual
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Mixed-Effects Regression Models
for Continuous Data Using the WECare
Study

This section illustrates the use of MRMs for con-
tinuous data using the WECare data. The section
begins by fitting the WECare data using the ran-
dom intercept and slope model in Eq. 16. Here,
time corresponds to the month of the interview
and takes on values from 0 to 12. As noted above,
the change in depression scores across time do not
appear to be linear. For now, time is treated as
linear in order to demonstrate the role of diagnos-
tics in addressing model fit. Subsequently, qua-
dratic and cubic terms are incorporated as well as

the effect of treatment group in the model. The
initial model is

yij ¼ β0 þ β1tij þ υ0i þ υ1itij þ eij (16)

where β0 is the average month 0 (baseline) HDRS
level and β1 is the average HDRS monthly linear
change. The random effect υ0i is the individual
deviation from the average intercept, and υ1i is the
individual deviation from the average linear
change. Fitting this model yields the results
given in Table 2.

Focusing first on the estimated regression
parameters, this model indicates that patients
start, on average, with a HDRS score of 14.08
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Fig. 2 WECare depression
scores over the course of the
study. The top panel plots
the raw HDRS scores for all
267 participants where each
line represents a single
individual. The bottom
panel is plots of mean
HDRS scores by treatment
group. There is substantial
heterogeneity in the raw
scores and nonlinear trends
in the means
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and change by �0.51 points each month. Lower
scores on the HDRS reflect less depression, so
patients are improving over time. The estimated
HDRS score at a given month equals
14.08 � (0.51 � month). So for example, at
month 2 the average depression score is
15.64 � (1.56 � 2) = 12.88. Both the intercept
and slope are statistically significant (p< 0.0001).
The intercept being significant is not particularly
meaningful; it just indicates that HDRS scores are
different than zero at baseline. However, because
the slope is significant, one can conclude that the
rate of improvement is significantly different from
zero in this study. On average, patients are
improving across time.

For the variance and covariance terms of the
random effects, there are concerns in using the
standard errors in constructing Wald test statistics
(estimate divided by its standard error) particu-
larly when the population variance is thought to
be near zero and the number of subjects is small
(Bryk and Raudenbush 1992). This is because
variance parameters are bounded; they cannot be
less than zero and so using the standard normal for
the sampling distribution is not reasonable. As a
result, statistical significance is not indicated for
the variance and covariance parameters in the
tables. However, the magnitude of the estimates
does reveal the degree of individual heterogeneity

in both the intercepts and slopes. For example,
while the average intercept in the population is
estimated to be 14.08, the estimated population
standard deviation for the intercept is
4:52 ¼ ffiffiffiffiffiffiffiffiffiffiffi

20:44
p� �

. Similarly, the average popula-
tion slope is �0.51, but the estimated population
standard deviation for the slope equals 0.42,
and so approximately 95% of subjects are
expected to have slopes in the interval
�0.51 � (1.96 � 0.42) = �1.33 to 0.31. That
the interval includes positive slopes reflects the
fact that not all subjects improve across time.
Thus, there is considerable heterogeneity in
terms of patients’ initial level of depression and
in their change across time. Finally, the covariance
between the intercept and linear trend is negative;
expressed as a correlation it equals �0.13, which
is small in size. This suggests that baseline depres-
sion level (i.e., intercept) is not related to the
amount of linear change over time. Later on, it is
seen that baseline level is positively correlated
with quadratic trend – patients who are initially
more depressed tend to level off over time more
than patients who are less depressed at baseline.
Using the estimated population intercept (β̂0) and
slope ( β̂1 ) one can estimate the average HDRS
score at each time-point. These are displayed in
Fig. 3 along with the observed means at each time-
point. As can be seen, a linear trend does not result
in close agreement between the observed and
estimated means. In particular, there is an initial
sharp downward trend that the linear model is
unable to capture. For a more quantitative assess-
ment, the interested reader is referred to Kaplan
and George (1998) which describes use of econo-
metric forecasting statistics to assess various
forms of fit between observed and estimated
means. The lack of fit of the estimated means to
the observed means suggests the inclusion of cur-
vilinear trends in the model – a point made in the
next section.

Curvilinear Growth Model

In many situations, it is too simplistic to assume
that the change across time is linear. In the present

Table 2 MRM regression results for WECare data with
random intercepts and slopes and assuming linear change
over time

Parameter
name Symbol Estimate SE t p-value

Intercept β0 14.08 0.33 42.30 <0.0001

Linear
slope

β1 �0.51 0.04 �12.27 <0.0001

Intercept
variance

σ2υ0 20.44 2.53

Intercept/
linear slope
covariance

συ0υ1 �0.25 0.23

Linear
slope
variance

σ2υ1 0.18 0.04

Error
variance

σ
2 23.67 0.88

Note. �2 log L = 12305.7.
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example, for instance, it appears that the depres-
sion scores diminish across time in a curvilinear
manner. A curvilinear trend would allow a level-
ing off of the improvement across time. This is
clearly plausible for rating scale data, like the
HDRS scores, where values below zero are
impossible. Here, a curvilinear growth model is
considered by adding both a quadratic and cubic
term to the model. A plot of observed versus
estimated means using linear and quadratic terms
(not shown) did not appear to fit the observed data
well so a cubic term is also added. When random
cubic effects were included in the model, they
were perfectly correlated with the random qua-
dratic effects so the updated model only has ran-
dom intercepts, slopes, and quadratic slopes. This
produces the following model

yij ¼ β0 þ β1tij þ β2t
2 þ β3t

3
ij þ υ0i

þ υ1itij þ υ2it
2
ij þ eij: (17)

Where β0 is the average month 0 HDRS level,
β1 is the average HDRSmonthly linear change, β2
is the average HDRS monthly quadratic change,
and β3 is the average HDRS monthly cubic

change. Similarly, υ0i is the individual deviation
from average intercept, υ1i is the individual devi-
ation from average linear change, and υ2i is the
individual deviation from average quadratic
change. Fitting this model yields the results
given in Table 3.

Focusing first on the estimated regression
parameters, this model indicates that patients
start off, on average, with an HDRS score of
16.33. Note that this value is higher than the
intercept of the linear model of 14.08 and closer
to the observed baseline mean of 16.9. The linear,
quadratic, and cubic terms in the model are all
highly significant (p< 0.0001). The coefficient of
the linear effect of month is�2.69, the coefficient
of the quadratic term is 0.36, and the coefficient of
the cubic term is �0.02. Thus, change in depres-
sion from baseline to a given month is calculated
as 16.33 � (2.69 � month) + (0.36 � month2) �
(0.02 � month3). So for example, at month 2 the
average depression score is 16.33 � (2.69 � 2) +
(0.36 � 4)� (0.02 � 8) = 12.26. Average HDRS
scores at each month are displayed in Fig. 3 along
with the observed means and estimated means
based on a linear model. Including a cubic effect
in the model does a better job capturing trends in
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Fig. 3 Observed and predictedWECare mean depression scores. Mean scores based on a linear or quadratic model do not
fit the observed data as well as a model that includes cubic effects
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depression scores over time. Note that at months
8 and 10, the quadratic term dominates so that mean
depression scores begin to increase, and then at
month 12 the cubic term dominates so that HDRS
scores decrease again. Most of the improvement in
depression is occurring during the first few months
of the study. Because the scale for each of these
terms is different (e.g., the linear effect ranges from
0 to 12, the cubic effect ranges from 0 to
123 = 1728), it is difficult to compare them to
each other in terms of magnitude. The t-statistics
provide some evidence of the magnitude and sug-
gest that although the linear effect is strongest, all
three effects contribute to the effect of time on
depression symptoms.

As before, the variance and covariance terms in
Table 3 provide information regarding the amount
of heterogeneity in the data. The 95% confidence
interval for subject-specific intercepts is
16.33 � 3.87 and the 95% confidence interval
for the subject-specific quadratic terms in the
model includes zero reflecting the fact that there
is considerable heterogeneity in terms of patients’
initial level of depression and in their changes
across time.

Finally, the covariance between the linear
effect and the quadratic effect is negative;
expressed as a correlation it equals �0.94, which
is very high. This is partially due to multi-
colinearity but also suggests that those patients
who make the most initial gains (i.e., steep slopes)
tend to level off at a greater rate (i.e., greater

quadratic effects) than patients who have flatter
slopes in the early stages of the study. An alterna-
tive explanation is that of a floor effect due to the
HDRS rating scale. Simply put, once patients
achieve low depression scores they no longer
have room to keep improving and thus tend to
level off.

An interesting question, at this point, is
whether it is necessary to include random effects
for the linear and quadratic terms or whether a less
complicated model is sufficient. Fitting the more
restrictive model with random intercepts and lin-
ear terms (not shown) yields�2 log L= 12155.6.
Note that both models still include fixed effects
for linear slope, quadratic slope, and cubic slope.
Because these are nested models, they can be
compared using a likelihood-ratio test. For this,
one compares the difference in model deviance
values (i.e.,�2 log L ) to a chi-square distribution,
where the degrees of freedom equals the number
of parameters set equal to zero in the more restric-
tive model. Comparing the full model to the
restricted model with only random intercepts and
slopes,χ23= 12155.6–12095.1= 60.5, p< 0.0001
for H0 : συ0υ2 ¼ συ1υ2 ¼ σ2υ2 ¼ 0 . It should be
noted that the use of the likelihood ratio test for
this purpose also suffers from the variance bound-
ary problem mentioned above (Verbeke and
Molenberghs 2000). Based on simulation studies
it can be shown that the likelihood-ratio test is too
conservative (for testing null hypotheses about
variance parameters), namely, it does not reject

Table 3 MRM results for the WECare data with cubic trends and random intercept, slope, and quadratic slopes effects

Parameter name Symbol Estimate SE t p-value

Intercept β0 16.33 0.34 47.99 <0.0001

Month β1 �2.69 0.22 �12.03 <0.0001

Month2 β2 0.36 0.05 7.97 <0.0001

Month3 β3 �0.015 0.003 �6.12 <0.0001

Intercept variance σ2υ0 15.02 2.38

Intercept/linear slope covariance συ0υ1 0.67 0.69

Linear slope variance σ2υ1 1.55 0.36

Intercept/quadratic slope covariance συ0υ2 �0.10 0.05

Linear/quadratic slope covariance συ1υ2 �0.11 0.03

Quadratic slope variance σ2υ2 0.01 0.002

Error variance σ
2 19.75 0.79

Note. �2 log L = 12095.1
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the null hypothesis often enough. This would then
lead to accepting a more restrictive variance-
covariance structure than is correct. As noted by
Berkhof and Snijders (2001), this bias can largely
be corrected by dividing the p-value obtained
from the likelihood-ratio test (of variance terms)
by two. In the present case it doesn’t really matter,
but this modification yields p < 0.0001/2
= 0.00005. Thus, there is clear evidence that the
assumption of only random intercepts and linear
slopes is rejected, and the inclusion of the random
quadratic slopes is necessary.

In addition to plots of the overall means over
time, estimates of the individual trends, based on
the random effects υ̂0i, υ̂1i and υ̂2i are often of
interest. Figure 4 contains a plot of the individual
trend estimates from this model. These are
obtained by calculating ŷij ¼ β̂0 þ β̂1tij þ β̂1t

2
ij þ

β̂2t
3
ij þ υ̂0i þ υ̂1itij þ υ̂2it2ij for t = 0, 1,. . ., 12, and

then connecting the time point estimates for each
individual. For clarity, 50 of the 267 WECare
participants were randomly selected to display in
Fig. 4.

The plot makes apparent the wide heterogene-
ity in trends across time, as well as the increasing
variance in HDRS scores across time. Some indi-
viduals have initial accelerating downward trends

suggesting immediate improvement and then a
leveling off over time, while others appear to
have more modest improvements and then per-
haps a slight worsening of symptoms. Some indi-
viduals even have positive trends indicating a
worsening of their depressive symptoms across
time. This is not too surprising given that not all
depression interventions work for everyone. At
the end of this chapter, growth mixture models
are briefly introduced which attempt to classify
individuals into discrete latent classes based on
the shape of their trajectories.

It is worth noting that the estimates of the
individual trends presented in Fig. 4 are empirical
Bayes (EB) estimates, which reflect a compromise
between an estimate based solely on an individ-
ual’s data and an estimate for the population of
interest. Thus, they are not equivalent to ordinary
least squares (OLS) estimates (i.e., fitting a regres-
sion line for each participant separately) which
would only rely upon an individual’s data. An
important advantage of EB estimates relative to
OLS estimates is that they are not as prone to the
undue influence of outliers. This is especially true
when an individual has few measurements by
which to base these estimates on. Because of
this, the EB estimates are said to be shrunken to
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Fig. 4 Subject-specific estimatedWECare HDRSmeans over time based on a model with cubic fixed effects and random
intercept, slope, and quadratic slope effects. For clarity, only a random sample of 50 participants is displayed
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the mean, where the mean of the random effects
equals zero in the population. The degree of
shrinkage depends on the number of measurements
an individual has. Thus, if a subject has few mea-
surements, then the EB estimate will be smaller
(in absolute value) than the corresponding OLS
estimate. Alternatively, if the subject has manymea-
surements across time, then the EB and OLS esti-
mateswould be very similar. These EB estimates are

readily available from most MRM software
programs.

Finally, the fit of the observed variance-
covariance matrix of the repeated measures is
addressed. These are calculated based on the
pairwise data for the covariances and the available
data for each of the variances. The observed
variance-covariance matrix is

V yð Þ

¼

26:87
16:52 42:64
17:19 30:54 49:54
12:03 22:64 28:47 47:00
12:65 28:68 29:47 32:39 52:74
9:37 21:22 20:28 24:95 30:09 49:88
9:10 21:82 29:03 26:73 29:34 28:15 49:75
7:32 23:62 23:98 26:49 24:74 27:88 31:67 50:83
7:93 22:11 22:79 22:69 26:19 23:96 27:05 33:33 53:32
5:48 17:17 17:83 18:78 21:53 22:44 22:86 30:53 30:97 50:14

2
666666666666664

3
777777777777775

Based on the model estimates, the variance-covariance matrix is

V̂ yð Þ ¼ ZΣ̂υZ
0 þ σ̂2I

¼

34:76
15:58 37:23
15:94 19:00 41:24
16:09 20:10 23:43 45:80
16:03 20:81 24:80 28:00 50:16
15:76 21:11 25:60 29:24 32:04 53:72
15:29 21:01 25:84 29:80 32:87 35:06 56:12
13:72 19:60 24:63 28:82 32:18 34:69 36:36 56:93
11:33 16:58 21:16 25:08 28:33 30:91 32:82 34:65 53:55
8:11 11:95 15:44 18:56 21:32 23:72 25:76 28:75 30:29 50:14

2
666666666666664

3
777777777777775

where the design matrix of the random effects, and the estimates of the random effects variance-
covariance matrix are given by

Z0 ¼
1 1 1 1 1 1 1 1 1 1

0 1 2 3 4 5 6 8 10 12

0 1 4 9 16 25 36 36 100 44

2
64

3
75, Σ̂υ ¼

10:02 0:67 �0:10

0:67 1:55 �0:11

�0:10 �0:11 0:01

2
64

3
75,
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and σ̂2 ¼ 19:75. Given that this variance-
covariance matrix of 55 elements is represented
by seven parameter estimates, the fit is reasonably
good. The model is clearly picking up on the
increasing variance across time and the
diminishing covariance away from the diagonal.

Comparing this model to one with a totally
general variance-covariance structure (not
shown) where every unique parameter of the
covariance matrix is estimated, yields a
likelihood-ratio χ248 ¼ 78:2, which is statistically
significant. Thus, this curvilinear model with
seven variance-covariance parameters (σ2 and
six unique parameters in Συ) does not quite pro-
vide an adequate fit of the variance-covariance
matrix V (y), which being of dimension 10 � 10
has 55 unique elements. This suggests the use of a
parameterized covariance matrix to fit these data.
These models offer the possibility of using more
parameters to estimate the covariance matrix and
the potential of a better fit to the data. They are
discussed in the next section.

Covariance Pattern Models

As discussed in the last section, a MRM with
random intercept, slope, and quadratic slope
terms did not provide an adequate fit to the
variance-covariance matrix of the WECare data,
as compared to a totally general structure. This
was not unexpected as the MRM was attempting

to model a covariance matrix of the repeated mea-
sures with 55 unique elements using only seven
parameters. An alternative to MRMs for modeling
longitudinal data are CPMs. The WECare data
were modeled using the fixed linear, quadratic,
and cubic effects as described before and fit with
a number of different covariance structures. The
fit indices AIC and BIC were used to determine
the covariance pattern which best fit the data.
Likelihood ratio tests were also performed in
order to compare each structured covariance pat-
tern to an unstructured covariance where every
parameter of the covariance matrix is estimated.
Table 4 summarizes the results of the investiga-
tion. The rows have been sorted by BIC from
smallest to largest.

As can be seen, while none of the covariance
patterns provide a statistically similar fit to the
data than the unstructured covariance in terms of
a likelihood ratio test, the MRM with random
intercepts, slopes, and quadratic slopes has the
smallest AIC and the second smallest BIC
among all the models. BIC imposes a high penalty
on models with many parameters so it is not
surprising that the unstructured covariance has
the worst BIC. For this reason, Fitzmaurice et al.
(2012) recommend against use of BIC for model
selection of (co)variance structure. AIC is more
useful for comparing models that are not nested
when a likelihood ratio test is not appropriate.
Still, Table 4 suggests that the MRM provides a
relatively parsimonious fit to the WECare

Table 4 Fit indices for various covariance patterns fit to the WECare data

Covariance pattern No. of parameters �2 log L AIC BIC
p-value versus
unstructured

Autoregressiveoving Average 3 12115.6 12129.6 12129.6 0.0001

MRM 7 12095.1 12117.1 12156.5 <0.0001

Toeplitz 10 12108.5 12136.5 12186.7 <0.0001

Heterogeneous Toeplitz 19 12079.3 12125.3 12207.8 0.004

Factor analytic (2) 29 12064.8 12130.8 12249.1 0.006

Factor analytic (1) 20 12130.7 12178.7 12264.8 <0.0001

Heterogeneous CS 11 12202.1 12232.1 12286.0 <0.0001

Autoregressive (1) 2 12257.1 12269.1 12290.7 <0.0001

Heterogeneous Autoregressive(1) 11 12227.8 12257.8 12311.7 <0.0001

Antedependence 19 12209.6 12255.6 12338.1 <0.0001

Unstructured 55 12016.9 12134.9 12346.6 NA
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data. Perhaps a model with both random subject
effects and autocorrelated errors could be consid-
ered here.

Effect of Treatment Group on Change

At this point, the effect of treatment group on
depression outcomes is examined by augmenting
the model to include interactions of time with
treatment group. Setting the TAU group as the
reference group, two new variables are created:
MEDSi which equals 1 if participant i was ran-
domized to antidepressants and 0 otherwise; and
CBTi which equals 1 if participant i was random-
ized to CBT and 0 otherwise. The mixed-effects
model is now

yij ¼ β0 þ β1tij þ β2t
2
ij þ β3t

3
ij

þ β4tijMEDSi þ β5t
2
ijMEDSi

þ β6t
3
ijMEDSi þ β7tijCBTi

þ β8t
2
ijCBTi þ β9t

3
ijCBTi þ υ0i

þ υ1itij þ υ2it2ij þ eij:

(18)

The parameters υ0i, υ1i, υ2i, and eij have the
same interpretation as in section “Curvilinear
Growth Model.”

The unstructured covariance model is

yij ¼ β0 þ β1tij þ β2t
2
ij þ β3t

3
ij

þ β4tijMEDSi þ β5t
2
ijMEDSi

þ β6t
3
ijMEDSi þ β7tijCBTi

þ β8t
2
ijCBTi þ β9t

3
ijCBTi þ

P
ij:

(19)

where Σij represents the jth entry on the diagonal
of the ni � ni unstructured covariance matrix for
subject i.

Equations 18 and 19 highlight the difference
between a mixed-effects model and a covariance
pattern model. The mixed-effects model partitions
the variance of yij into between-subject variance
(estimated via the random effects) and within-
subject variance (estimated via the error term).
The covariance pattern model does not make this
distinction. When the focus of inference is on the
fixed-effects in the model, this distinction is less

important. In other settings, where there is interest
in determining the degree of subject heterogeneity
and/or examining individual subject trends, it may
be more important.

In both models, β1, β2, and β3 represent the
linear, quadratic, and cubic effects of time for the
TAU group which has been chosen to be the
reference group. The coefficients β4, β5, and β6
are the time by Medication group interactions
with the three time effects and indicate the differ-
ence in time trends between the Medication and
TAU group. The coefficients β7, β8, and β9 are the
time by CBT group interactions and indicate the
difference in time trends between the CBT and
TAU group. A likelihood-ratio test can be used to
test the null hypothesis that there is no effect of
Medication versus TAU (i.e., β4, β5, and β6 are
zero) by fitting model 18 with and without
the time by Medication interaction effects. This
yields χ23 = 12091.2–12067.1 = 24.1, which
has a p-value <0.0001. A similar test for the
effect of the CBT group yields χ23 = 12074.0–
12067.1 = 6.9 which has a p-value 0.075. In
model 19, the corresponding likelihood ratio
tests are χ23 = 12012.6–11988.9 = 23.7
(p < 0.0001) for the Medication group and χ23 =
11995.2–11988.9 = 6.3 ( p = 0.10) for the CBT
group. Thus, both models give similar results
regarding the significance of the Medication and
CBT treatment groups versus the TAU group.

Table 5 reports the results from fitting the
model described in Eq. 18 to the WECare data
and Table 6 reports the results from the model
described in Eq. 19. As can be seen, the estimates
from both models are similar.

It is interesting to note that among the time by
treatment interactions, only the interaction of
Medication with linear time is significant. This
suggests that the effect of the Medication inter-
vention takes place early on in the study, during
the initial sharp decline in depression scores. This
is clearer in Fig. 5, which displays the estimated
means at each time point by treatment group using
the parameter estimates in Table 5. Even though
the other treatment by time interactions are not
significant, their magnitude is large enough such
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that the three different growth curves have very
different shapes.

Once it has been established that the Medica-
tion intervention (but not the CBT intervention)
produces significantly different outcomes than the
TAU group (via likelihood ratio tests), it may be
of interest to estimate the mean HDRS scores of
these interventions at specific time points, their
differences, and their corresponding effect sizes.
This can be done using the methods described in
section “Calculating Effect Sizes.”

For example, to calculate the effect size of the
Medication intervention versus the TAU interven-
tion at month 6, one begins by estimating the
mean HDRS scores for both groups at month
6. For both Eqs. 18 and 19 the difference in
mean HDRS scores at month 6 between the Med-
ication and TAU interventions is
6β4 + 62β5 + 63β6. The variance at month 6 in
the mixed-effects model is

Table 5 Results from a mixed-effect regression model fit to the WECare data

Parameter name Symbol Estimate SE t p-value

Intercept β0 16.330 0.34 47.96 <0.0001

Month β1 �2.081 0.36 �5.84 <0.0001

Month2 β2 0.325 0.07 4.38 <0.0001

Month3 β3 �0.016 0.00 �3.88 0.0001

Month*MEDS β4 �1.356 0.48 �2.8 0.005

Month2*MEDS β5 0.099 0.10 0.96 0.34

Month3*MEDS β6 0.001 0.01 0.11 0.92

Month*CBT β7 �0.424 0.49 �0.87 0.38

Month2*CBT β8 �0.005 0.10 �0.05 0.96

Month3*CBT β9 0.002 0.01 0.39 0.70

Intercept variance σ2υ0 15.062 2.387

Intercept, slope covariance συ0υ1 1.052 0.658

Slope variance σ2υ1 1.182 0.322

Intercept, quadratic slope covariance συ0υ2 �0.134 0.050

Slope, quadratic slope covariance συ1υ2 �0.078 0.025

Quadratic slope variance σ2υ2 0.006 0.002

Error variance σ
2 19.741 0.792

Note. �2 log L = 12067.1

Table 6 Results from a covariance-pattern model fit to the WECare data

Parameter name Symbol Estimate SE t p-value

Intercept β0 16.817 0.31 54.22 <0.0001

Month β1 �2.118 0.39 �5.49 <0.0001

Month2 β2 0.319 0.08 4.06 <0.0001

Month3 β3 �0.015 0.00 �3.61 0.0004

Month*MEDS β4 �1.497 0.53 �2.81 0.005

Month2*MEDS β5 0.138 0.11 1.25 0.21

Month3*MEDS β6 �0.002 0.01 �0.29 0.77

Month*CBT β7 �0.438 0.54 �0.82 0.41

Month2*CBT β8 0.009 0.11 0.08 0.94

Month3*CBT β9 0.001 0.01 0.18 0.86

Note. �2 log L = 11988.9
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Var yijjtij¼6
� �

¼Cov υ0iþ6υ1iþ62υ2iþei6,υ0iþ6υ1iþ62υ2iþei6
� �

¼Var υ0ið Þþ2Cov υ0i,6υ1ið Þ
þ2Cov υ0i,6

2υ2i
� �þVar 6υ1ið Þ

þ 2Cov 6υ1i,6
2υ2i

� �þVar 62υ2i
� �þVar ei6ð Þ

¼σ2υ0 þ12συ1υ2 þ72συ0υ2 þ36σ2υ1
þ432συ1υ2 þ1296σ2υ2 þσ2

¼54:57:

(20)

In matrix notation, this is written as

Var yijj tij ¼ 6
� �

¼ 1 6 62
	 


Συ 1 6 62
	 
T þ σ2:

Using the estimates from Table 5, the effect
size based on the mixed-effects model is

Month 6 effect size ¼ �4:39ffiffiffiffiffiffiffiffiffiffiffi
54:57

p ¼ �0:60:

For the covariance pattern model, the variance
at month 6 is simply the seventh term on the
diagonal of the covariance matrix which is equal
to 49.52. Thus, using parameter estimates from
Table 6, the effect size based on the covariance
pattern model is

Month 6 effect size ¼ �4:45ffiffiffiffiffiffiffiffiffiffiffi
49:52

p ¼ �0:62:

Both effect sizes are similar and suggest a
medium effect of the Medication intervention.

Extensions and Alternatives

Analysis of Longitudinal Data
with Missing Values

While longitudinal designs have many benefits,
measuring participants repeatedly over time also
leads to repeated opportunities for missing data,
either through failure to answer certain items,
missed assessments, or permanent withdrawal
from the study. As noted above, the treatment of
missing data in longitudinal studies is itself a vast
literature. An important consideration when draw-
ing inferences from longitudinal data is the reason
for the missing data, also referred to as the missing
data mechanism (Rubin 1976). Most of the
methods described in this chapter – with the
exception of GEE methods – provide valid esti-
mates under the assumption that the missing data

Month

E
st

im
at

ed
 H

D
R

S
 S

co
re

s

Treatment as usual
CBT
Medication

121086543210

8
10

12
14

16
18Fig. 5 Estimated WECare

HDRS means over time by
treatment group

Analysis of Repeated Measures and Longitudinal Data in Health Services Research 21



mechanism is missing at random (MAR) as
described by Rubin (1976), where the probability
that a value is missing does not depend on
unobserved information such as the value itself.
When data are not missing at random (NMAR),
that is, the probability that a value is missing does
depend on unobserved information, it is necessary
to model both the outcome as well as the missing
data mechanism itself.

NMAR is an untestable assumption since the
mechanism by definition depends on unobserved
information. Thus, it is difficult to identify those
situations where one is dealing with data that are
NMAR. However, one situation where data that
are NMAR is often a concern is participant drop-
out where subjects withdraw from a study and are
never heard from again. In this situation, two
common approaches for handling drop-outs in
longitudinal designs are pattern-mixture models
and shared-parameter models. In pattern-mixture
models, the data are stratified by the different
dropout patterns with distinct model parameters
for each stratum. Marginal estimates across the
patterns can be derived as a weighted average
across pattern specific estimates (Little 1995) or
by using multiple imputation (Demirtas and
Schafer 2003). Shared-parameter models are iden-
tified by using common random effects to relate
the response with the missing-data indicator (Dan-
iels and Hogan 2000; Guo et al. 2004).

Limitations due to space prevent an in-depth
discussion of this topic. Instead, readers are
referred to recent review articles including
Kenward and Molenberghs (1999), Siddique
et al. (2008), and Ibrahim and Molenberghs
(2009). Also the books by Little and Rubin
(2002), Fitzmaurice et al. (2012), Hedeker and
Gibbons (2006), and Daniels and Hogan (2008)
which contain useful material on this topic.

Generalized Estimating Equation
Models

In the 1980s, alongside development of MRMs
and CPMs for incomplete longitudinal data, gen-
eralized estimating equations (GEE) models were
developed (Liang and Zeger 1986; Zeger and

Liang 1986). Essentially, GEE models extend
generalized linear models (GLMs) to the case of
correlated data. This class of models has become
very popular – especially for the analysis of cate-
gorical and count outcomes – though they can be
used for continuous outcomes as well. One differ-
ence between GEE models and MRMs is that
GEE models are based on quasi-likelihood esti-
mation, and so the full likelihood of the data is not
specified. GEE models are termed marginal
models, and they model the regression of y on
x and the within subject dependence (i.e., the
association parameters) separately. The term
“marginal” in this context indicates that the
model for the mean response depends only on
the covariates of interest, and not on any random
effects or previous responses. In terms of missing
data, GEE assumes that the missing data are miss-
ing completely at random (MCAR) where the
probability that a value is missing does not depend
either on observed or missing values. This is a
stricter (and possibly less realistic) assumption
than that assumed by the models employing full-
likelihood estimation which assume missing data
are MAR.

Conceptually, GEE reproduces the marginal
means of the observed data, even if some of
those means have limited information because of
subject drop-out. Standard errors are adjusted
(i.e., inflated) to accommodate the reduced
amount of independent information produced by
the correlation of the repeated observations over
time. By contrast, mixed-effects models use the
available data from all subjects to model temporal
response patterns that would have been observed
had the subjects all been measured to the end of
the study. Because of this, estimated mean
responses at the end of the study can be quite
different for GEE versus MRM, if the future
observations are related to the measurements that
were made during the course of the study. If the
available measurements are not related to the
missing measurements (e.g., following dropout),
GEE and MRM will produce quite similar esti-
mates. This is the fundamental difference between
GEE and MRM, that is, the assumption that the
missing data are dependent on the observed
responses for a given subject during that subject’s
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participation in the study. It is hard to imagine that
a subject’s responses that would have been
obtained following dropout would be independent
of their observed responses during the study. This
leads to a preference for full-likelihood
approaches over quasi or partial likelihood
approaches, and MRM over GEE, at least for
longitudinal data. There is certainly less of an
argument for a preference for data that are only
clustered (e.g., providers nested within clinics), in
which case advantages of MAR over MCAR are
not as germane.

A basic feature of GEE models is that the joint
distribution of a subject’s response vector yi does
not need to be specified. Instead, it is only the
marginal distribution of yij at each time point
that needs to be specified. To clarify this further,
suppose that there are two time-points and sup-
pose that the outcome is a continuous normal
random variable. GEE would only require us to
assume that the distribution of yi1 and yi2 are two
univariate normals, rather than assuming that yi1
and yi2 form a (joint) bivariate normal distribution.
Thus, GEE avoids the need for multivariate dis-
tributions by only assuming a functional form for
the marginal distribution at each time-point. This
leads to a simpler quasi-likelihood approach for
estimating the model parameters, rather than the
full-likelihood approach of the MRM and CPM.
The disadvantage, as mentioned above, is that
because a multivariate distribution is not specified
for the response vector, the assumption for the
missing data is more stringent for the GEE than
the full-likelihood estimatedMRMs and CPMs. A
complete treatment of GEE can be found in
Hardin and Hilbe (2012).

Models for Categorical Outcomes

Reflecting the usefulness of mixed-effects model-
ing and the importance of categorical outcomes in
many areas of research, generalization of mixed-
effects models for categorical outcomes has been
an active area of statistical research. For dichoto-
mous response data, several approaches adopting
either a logistic or probit regression model and

various methods for incorporating and estimating
the influence of the random effects have been
developed (Gibbons 1981; Stiratelli et al. 1984;
Wong and Mason 1985; Gibbons and Bock 1987;
Conaway 1989; Goldstein 1991). Here, briefly
described is a mixed-effects logistic regression
model for the analysis of binary data. Extensions
of this model for analysis of ordinal, nominal, and
count data are described in detail by Hedeker and
Gibbons (2006).

To set the notation, let i denote individuals and
let j denote the repeated measurement occasions
within each individual. Assume that there are
i = 1, . . ., N individuals and j = 1, . . ., ni mea-
surement occasions nested within each individual.
Let Yij be the value of the dichotomous outcome
variable, coded 0 or 1. The logistic regression
model is written in terms of the log odds (i.e.,
the logit) of the probability of a response, denoted
pij. Considering first a random-intercept model,
augmenting the logistic regression model with a
single random effect yields:

ln
pij

1þ pij

" #
¼ x0ijβþ υi (21)

where xij is the ( p + 1) � 1 covariate vector
(includes a 1 for the intercept), β is the
( p + 1)� 1 vector of unknown regression param-
eters, and υi0 is the random subject effect. These
random effects are assumed to be distributed in
the population as N 0, σ2υ

� �
. For convenience and

computational simplicity, in models for categori-
cal outcomes the random effects are typically
expressed in standardized form. For this,
υ0i = συ θi and the model is given as:

ln
pij

1þ pij

" #
¼ x0ijβþ συθi: (22)

Notice that the random-effects variance term
(i.e., the population standard deviation συ) is now
explicitly included in the regression model. Thus,
it and the regression coefficients are on the same
scale, namely, in terms of the log-odds of a
response.
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The model can also be expressed in terms of a
latent continuous variable y, with the observed
dichotomous version Y being a manifestation of
the unobserved continuous y. Here, the model is
written as:

yij ¼ x0ijβþ συθi þ eij (23)

in which case the error term eij follows a standard
logistic distribution under the logistic regression
model (or a standard normal distribution under the
probit regression model). This representation
helps to explain why the regression coefficients
from a mixed-effects logistic regression model do
not typically agree with those obtained from a
fixed-effects logistic regression model, or for
that matter from a GEE logistic regression model
which has regression coefficients that agree in
scale with the fixed-effects model. In the mixed
model, the conditional variance of the latent
y given x equals σ2υ þ σ2e , whereas in the fixed-
effects model this conditional variance equals
only the latter term σ2e (which equals either π2/3
or 1 depending on whether it is a logistic or probit
regression model, respectively). As a result,
equating the variances of the latent y under these
two scenarios yields:

βM �
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
σ2υ þ σ2e

σ2e

s
βF

where βF and βM represent the regression coeffi-
cients from the fixed-effects and (random-
intercepts) mixed-effects models, respectively. In
practice, Zeger et al. (1988) have found that (15/
16)2π2/3 works better than π2/3 for σ2e in equating
results of logistic regression models.

Several authors have commented on the differ-
ence in scale and interpretation of the regression
coefficients in mixed-models and marginal
models, like the fixed-effects and GEE models
(Neuhaus et al. 1991; Zeger et al. 1988). Regres-
sion estimates from the mixed model have been
termed “subject-specific” to reinforce the notion
that they are conditional estimates, conditional on
the random (subject) effect. Thus, they represent
the effect of a regressor on the outcome

controlling for, or holding constant, the value of
the random subject effect. Alternatively, the esti-
mates from the fixed-effects and GEE models are
“marginal” or “population-averaged” estimates
which indicate the effect of a regressor averaging
over the population of subjects. This difference of
scale and interpretation only occurs for nonlinear
regression models like the logistic regression
model. For the linear model this difference does
not exist.

Growth Mixture Models

A frequent characteristic of depression clinical
trials (such as theWECare study) is that outcomes
over time are subject to considerable between-
subject heterogeneity due to the fact that patients
often follow different trajectories over time. Some
participants may see immediate gains, only to
relapse at a later date, while others will improve
gradually overtime. Some participants will not
improve at all. When comparing the effectiveness
of different treatments, it is important to identify
and take into account these different trajectories
because the effectiveness of an intervention may
depend on the trajectory class of the participants.
Despite the fact that heterogeneity of outcomes is
common in depression studies, most analyses
such as mixed-effects regression models assume
that all individuals are drawn from a single popu-
lation with common population parameters
(Muthén 2004). That is, they assume that all indi-
vidual trajectories vary around a single mean tra-
jectory. This assumption goes counter to clinical
observations and empirical data where variation in
trajectory shapes is routinely observed. When
individuals follow several different trajectory
shapes, conventional repeated measures modeling
may lead to a distorted assessment of treatment
effects.

Growth mixture modeling (Muthén and
Shedden 1999; Muthén et al. 2002; Xu and
Hedeker 2002) relaxes the single population
assumption to allow for parameter differences
across several unobserved populations. Instead
of considering individual variation around a sin-
gle trajectory, a growth mixture model (GMM)
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allows different classes of individuals to vary
around several different trajectories. In this way,
growth mixture modeling may do a better job of
capturing between-subject variability because it
does not require that all individuals follow the
same average trajectory over time.

Oncemultiple trajectories have been identified,
analyses can be performed to predict trajectory
class as a function of other covariates. This
approach is particularly useful in randomized tri-
als because it may suggest that for some groups of
individuals one treatment may be better than
another treatment based on the subject’s predicted
trajectory. For example, if a subject’s age, number
of children, and ethnicity are predictive of a tra-
jectory where outcomes are more favorable under
medication rather than CBT, then one would con-
sider treating a patient with similar characteristics
with medication. On the other hand, it may be that
a subject’s predicted trajectory suggests that both
medication and CBT are effective. In that case,
either treatment can be offered. In this way,
growth mixture modeling may provide insights
on personalized depression treatments that are
tailored based on patient characteristics as well
as preferences.

More specifically, let ci be a latent categorical
variable representing the unobserved membership
in a trajectory class for participant i, where ci =
1, 2, . . ., K. The variable c is referred to as a
trajectory class variable. Define yij as the outcome
for participant i at time j, j = 0, 1, . . ., ni. Then,
conditional on trajectory class k, the GMM aug-
ments Eq. 16 as follows

yijj ci ¼ k
� �

¼ β0k þ βiktij þ β2ktijTrti

þ υ0ik þ υ1iktij þ eijk (24)

Both the random and fixed effects have the
same interpretation as before, but now they are
indexed by trajectory class k, so that they may
vary by trajectory class.

Class membership is expressed by a multino-
mial logistic regression of the form:

P ci ¼ kj xið Þ ¼ ex
0
iδkPK

s¼1 e
x0
i
δs

(25)

where the variable x can represent baseline
covariates. When there are only two classes,
Eq. 25 is a logistic regression estimating the prob-
ability of being in one class versus another. For
binary variables x in Eq. 25, eδ can be interpreted
as the odds ratio of being in one class versus
another. For example, if x is gender, then one
can estimate the odds of a male participant being
in one trajectory versus a female.

The number of trajectories in a GMM must be
specified a priori. Typically, several GMMs are fit
assuming a different number of trajectory classes
and the “correct” number of trajectories is chosen
based on model fit criteria such as BIC. See
Muth’en et al. (2002) and Muth’en et al. (2009)
for more detail on fitting GMMs in clinical trial
settings and Siddique et al. (2012) for an example
of a GMM fit to the WECare data.

Discussion

This chapter reviewed methods for the analysis of
longitudinal data commonly encountered in
health services research. The chapter began by
discussing issues inherent in longitudinal data
and then described methods for analyzing these
data, focusing on linear mixed-effects models and
covariance-pattern models for continuous data.
These methods were applied to data from a longi-
tudinal depression treatment trial, going into spe-
cific detail on model selection, estimation of
treatment effects, calculation of effect sizes, and
interpretation.

Data from health services research are often
missing and/or not continuous. These types of
data suggest the use of models in addition to
those discussed in this chapter. Due to space lim-
itations, extended models for missing data and
nonlinear models for noncontinuous data were
only briefly mentioned. As described, MRMs
and CPMs do allow for missing data and provide
valid results under the assumption of missing at
random (MAR). Thus, the extended missing data
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models are useful to the extent that researchers
suspect that the missing data are missing not at
random, a situation that is impossible to ascertain
with the observed data. Finally, the chapter briefly
described generalized estimating equation (GEE)
models and growth mixture models (GMMs) for
longitudinal data, noting some distinguishing fea-
tures of these classes of models relative to MRMs
and CPMs.

Mixed-effects models, which allow one to esti-
mate subject-specific change over time and pro-
vide valid estimates in the presence of data
missing at random should be considered as the
preferred methodology for analysis of longitudi-
nal data by health services researchers. Most cur-
rent statistical software packages include
functions for estimating MRMs and their various
extensions, thus making them easily accessible to
the interested researcher.
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