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Abstract 

Multilevel models are the standard for analysis of data that are longitudinal (i.e., repeated observations within 

subjects) or clustered (subjects nested within, e.g., schools, firms, hospitals). These models are essentially 

multiple regression models that include random effects to account for the influence of subjects or clusters 

on their nested observations. Standard software in all of the major statistical packages has made it relatively 

easy for data analysts and researchers to apply these methods, especially for normal outcomes. However, 

non-normal outcomes are common in many areas of research—for example, outcomes that are binary, 

ordinal, nominal, or counts. Multilevel models and software for analysis of such non-normal outcomes are 

also readily available. This entry focuses on the application and interpretation of multilevel models for these 

different outcome types. 

Introduction 

Multilevel models (aka hierarchical linear models, mixed-effects regression models) are often used for 

analysis of longitudinal (Hedeker & Gibbons, 2006; Verbeke & Molenberghs, 2000) and clustered (Goldstein, 

2011; Raudenbush & Bryk, 2002) data. These models include random effects into various types of regression 

models to account for the influence of subjects or clusters on their nested observations. The models generally 

include fixed regression coefficients, in addition to the random effects, which is why they are classified as 

mixed-effects regression models. Development of software for these models has made it relatively easy 

for data analysts and researchers to apply these methods, especially for normal outcomes; however, non-

normal outcomes are common in many areas of research. This entry considers several types of non-normal 

outcomes including binary, ordinal, nominal, and count outcomes. The focus is on the application of these 

models for the different outcome types. 

Some examples of binary outcomes include responses coded as yes or no, presence or absence of disease, 

and true or false. Ordinal outcomes are measured in a series of more than two ordered categories such 

as ratings of illness severity (e.g., none, mild, moderate, severe), agreement ratings (disagree, undecided, 

agree), and in particular Likert-type scales (e.g., strongly disagree, disagree, neither agree nor disagree, 

agree, strongly agree). Nominal or polytomous response data consist of responses in more than two 

categories but where there is no ordering among the categories. For example, the variable “type of service 

use” is a nominal response variable which is often used in services research. Types of health services 

utilization can include medical provider visit, hospital outpatient visit, emergency room visit, hospital inpatient 

stay, and home health-care visit. Finally, count data consist of some kind of numbering of events. For 

example, outcome variables such as “frequency of service use” or “number of hospitalizations” are typical of 

count data that are obtained in health services research. 

Multilevel models for non-normal outcomes have been developed and are available in most statistical 
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software packages. These models are sometimes referred to as generalized linear mixed models or 

hierarchical generalized linear models. This entry describes such models that accommodate multiple random 

effects and allow for a general form for model covariates. Both 2- and 3-level models are considered. The 

entry begins with clustered binary data and then considers longitudinal data that are ordinal, nominal, and 

counts. For binary, ordinal, and nominal data, the focus is on models using the logit link function, though 

one could also consider the probit link as an alternative. For count outcomes, the model using a log link is 

described, and the multilevel Poisson and Negative Binomial regression models are presented. Finally, the 

entry concludes with discussion about software and relevant published works. 

Multilevel Logistic Models for Clustered 

Binary Data 

Suppose that subjects are observed within clusters (e.g., schools, hospitals, families) and let i denote the 

cluster (i = 1,…, N) and j denote the subject (j = 1,…, ni). In such a two-level multilevel structure, level-1 

subjects are nested within level-2 clusters. There is a total of N clusters, each with ni subjects, and the total 

number of subjects is ∑i

N

ni. Let Yij denote the binary outcome from subject j in cluster i, typically coded 

as 0 or 1. The multilevel logistic regression model is expressed in terms of the logit (i.e., log odds) of the 

conditional probability of a response in category 1, given the random cluster effect υi. Denoting this conditional 

probability as pij = Pr(Yij = 1 | υi), the model is written as: 

(1) 

where xij is the p × 1 covariate vector (includes a 1 for the intercept), β is the p × 1 vector of regression 

coefficients, and υi is the random cluster effect. There is a (random) cluster effect for each of the N clusters, 

and these represent the effect of each of the clusters on the subject’s outcome of that cluster. These random 

cluster effects are often assumed to be normally distributed in the population with mean 0 and variance σv
2. 

In some cases, there may be an additional level of clustering. For example, in educational research, it is often 

the case that students are nested within classes within schools. For such a three-level situation, we would 

have the binary subject outcome as Yijk, where i represents the schools (i = 1,…, N), j is for the classes (j 

= 1,…, ni), and k is for the subjects (k = 1,…, nij). Here, there are ni classes in a particular school i, and nij 

students in a particular class j within a school i. Thus, the numbers of classes per school and students per 

class are allowed to vary. The (3-level) multilevel logistic regression model can then be written as 
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(2) 

where υi denotes the random school effects, and υij denotes the random class effects. In this case, we have 

both a school variance σv(3)
2  and a class variance σv(2)

2 , and the probability of a response in category 1, pijk, is 

conditional on both random school and class effects, namely pijk = Pr(Yijk = 1 | vi, vij). 

These models can also be written in terms of the conditional probability of a positive response, 

pij = Pr(Yij = 1 | vi), as 

(3) 

for the 2-level model. The probability for the 3-level model would have the same form but just using the 

logit given in Equation 2. Denoting either logit as λ, and omitting subscripts for simplicity, the function that 

translates the logits into probabilities is the logistic response function Ψ(λ) = 1 / (1 + exp(−λ)). Here, Ψ is 

the cumulative distribution function of the standard logistic distribution which is sometimes referred to as the 

“expit” function (or the inverse of the logit function), and the minus sign in the denominator ensures that a 

positive (negative) β means that Y increases as x increases (decreases). 

The probabilities and the regression coefficients in these models including random effects have the “subject-

specific” (SS) or conditional interpretation (Neuhaus, Kalbfleisch, & Hauck, 1991). Specifically, the 

probabilities can be obtained for any value of the random cluster effects υi, and the regression coefficients 

represent the effects of the covariates controlling for, or holding constant, the random effects. In this sense, 

they are “adjusted” effects, adjusting for the random effects. This contrasts to the marginal or “population-

averaged” (PA) probabilities and regression coefficients of the generalized estimating equations approach 

(Zeger & Liang, 1986), which is another popular choice for analysis of clustered non-normal outcomes. Such 

PA effects are “marginal” effects, which can be obtained by averaging across the random effects. Thus, 

whether an analyst wants SS or PA effects for a given analysis depends on whether the analyst wants 

to adjust for or average across the random effects in making inference about the regression coefficients 

(Hedeker, du Toit, Demirtas, & Gibbons, 2018, describe differences between these in more detail, and also 

how PA probabilities and estimates can be obtained from their SS counterparts). 

Clustered Data Example 

The Television School and Family Smoking Prevention and Cessation Project study (Flay et.al., 1988) 
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examined effects of a school-based social-resistance curriculum and a television-based program in terms 

of tobacco use prevention and cessation. The sample included seventh-grade students who were pretested 

and post-tested before and after the delivery of an intervention. It was a cluster randomized trial in which 

randomization to conditions was at the school level, with some of the intervention being delivered to students 

at the classroom level. Specifically, 28 schools were randomized to receive (a) no-treatment (b) a media (TV) 

intervention, (c) a social-resistance classroom curriculum (CC), or (d) a combination of CC and TV. 

One of the study outcomes was a Tobacco and Health Knowledge Scale (THKS) score, which consisted of 

the number of 7 items about tobacco knowledge that a student answered correctly (i.e., from 0 to 7). In all, 

there were 1,600 students from 135 classrooms and 28 schools, with a range of 1 to 13 classrooms per 

school, and 2 to 28 students per classroom. These data have been previously analyzed as ordinal (Hedeker, 

2015), however, here we will consider the outcome as binary by recoding 0–2 as 0 and ≥ 3 as 1. Clearly, this 

dichotomization leads to a loss of information (Strömberg, 1996); this is done here because this data set is 

a good one for illustrating the advantages of multilevel models relative to models that ignore the clustering of 

the students (e.g., standard logistic regression models). 

Student frequencies for the dichotomized THKS scores, broken down by condition subgroups, are provided 

in Table 1. Also, provided in the table are the proportions, odds, and logits of the dichotomized THKS scores. 

As can be seen, the proportions are less than 0.5 for those conditions where CC = no, and greater than 0.5 

for the CC = yes conditions. This leads to odds that are less or greater than one (for CC = no or CC = yes, 

respectively) and corresponding logits that are negative or positive for these two. This indicates the important 

reference value of probability = 0.5, which leads to odds = 1 and logits = 0. Thus, negative logits correspond 

to probabilities less than 0.5, and positive logits correspond to probabilities greater than 0.5. 

Table 1. Tobacco and Health Knowledge Scale postintervention scores ≥ 3 (of 7) subgroup descriptive 

statistics. 

Descriptive Statistics 

CC = no CC = yes 

TV = no TV = yes TV = no TV = yes 

N 421 416 380 383 

Proportions 0.416 0.483 0.632 0.603 

Odds 0.711 0.935 1.714 1.520 

Logits −0.341 −0.067 0.539 0.419 

Results from three logistic regression are presented in Table 2 treating the postintervention THKS score 

as the outcome. Covariates include the pretest THKS score, effects of CC and TV (each coded 0/1), 

and the CC by TV interaction. The first column of Table 2 lists results of an ordinary logistic regression 
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(labelled as “Fixed”). This analysis ignores the clustering of students and treats each student’s outcome 

as an independent observation. As can be seen, all model covariates are significant at the .05 level for 

this analysis. Conversely, the next two columns of Table 2, which list results for 2- and 3-level multilevel 

models, only show significance for the pretest score and the CC intervention. Both have positive effects on 

the knowledge scores. Thus, higher pretest scores are positively associated with higher post-test scores. In 

this model with the CC by TV interaction, the main effect for CC represents the effect of CC when TV = 0 (i.e., 

for those students not receiving TV). Thus, CC by itself significantly raised post-test knowledge scores. The 

2-level model treats the nesting of students within classrooms, while the 3-level model considers the nesting 

of students within classrooms within schools. Unlike ordinary student-level analysis, either multilevel model 

indicates that both the TV effect and the interaction of CC by TV are not statistically significant, highlighting 

why it is necessary to account for the multilevel structure to obtain correct inferences. 

Table 2. (Dichotomized) Tobacco and Health Knowledge Scale postintervention scores—Logistic regression 

estimates (standard errors). 

Parameter Fixed 

Multilevel 

2-Level 3-Level 

Intercept −1.217*** (.141) −1.253*** (.170) −1.246*** (.196) 

PRETHKS .400*** (.044) .401** (.046) .395*** (.046) 

CC .973*** (.150) .988*** (.197) 1.038*** (.245) 

TV .316** (.143) .287 (.192) .333 (.236) 

CC × TV −.413** (.210) −.369 (.277) −.464 (.343) 

Class var. .219 (.080) .165 (.081) 

School variance .063 (.062) 

−2 Log L 2,073.30 2,057.18 2,055.70 

Note. CC = classroom curriculum. ***p < .01. **p < .05. *p < .10 (Wald tests not done for variances). 

These models can be compared via likelihood-ratio tests. For this, comparing the 2-level to the ordinary (fixed) 

logistic model yields χ2 = 2073.30 − 2057.18 = 16.12, which rejects the ordinary logistic model in favor of 

the multilevel model. This supports the inclusion of the random classroom effect or in other words rejects the 

null hypothesis H0: συ
2

(2) = 0 (here, (2) is used in the subscript since it is the level-2 variance parameter). 

Because a variance cannot be negative, this test should be a one-tailed test, which corresponds to comparing 
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the observed χ2 statistic to a 50:50 mixture of χ2 distributions on 0 and 1 degree of freedom (see Snijders & 

Bosker, 2012). 

In the present case, the χ2 value of 16.12 easily exceeds the critical value on 1 degree of freedom (namely, 

3.84 at α = .05), and so would also exceed the less stringent critical value from the mixture of χ2 distributions 

on 0 and 1 degree of freedom (namely, 2.71 at α = .05). The fact that the variance is a bounded parameter 

(i.e., it cannot be negative) is also the reason that the Wald test (ratio of maximum likelihood estimate to 

standard error) is not generally recommended for testing of variance and covariance parameters. Thus, 

throughout this entry, we will make use of this adjusted likelihood-ratio test to test for the significance of 

variance and covariance parameters. Comparing the 2- and 3-level multilevel models yields a likelihood-ratio 

χ2 = 2057.18 − 2055.70 = 1.48, which is not significant in comparison to the critical value of 2.71 (for the 

50:50 mixture of χ2 distributions on 0 and 1 degree of freedom). This would suggest that the 3-level model is 

not necessary and that the 2-level model is reasonable. 

Intraclass Correlation (ICC) 

A way to express the magnitude of the clustering effect is in terms of the ICC. For a 2-level model, this equals 

the level-2 cluster variance divided by the sum of the level-2 cluster and level-1 variance. For a logistic model, 

the level-1 variance is not estimated but is equal to the variance of the standard logistic distribution, namely 

π2/3 (Agresti, 2002). For the 2-level results in Table 2, we get ICC = 0.219 / (0.219 + π2 / 3) = 0.062. This 

indicates that 6.2% of the variance (unexplained by the model covariates) is at the classroom level. Similarly, 

based on the results of the 3-level model in Table 2, we can calculate the ICC for schools as 0.063 / (0.063 + 

0.165 + π2 / 3) = 0.018. In the 3-level model, the class ICC is given as (0.063 + 0.165) / (0.063 + 0.165 + π2 

/ 3) = 0.063. The numerator includes both the class and school variance since subjects in the same class are 

also in the same school. These values are consistent with other health-related outcomes reported in research 

conducted in schools and classrooms (see Siddiqui, Hedeker, Flay, & Hu, 1996). 

Estimates of Random Effects 

In some cases, one might be interested in obtaining estimates of the random effects. For example, one 

might want to compare schools and/or classrooms in terms of estimates of their random effects. In multilevel 

models, this is typically done using empirical Bayes methods (Candel & Winkens, 2003). These estimates 

are said to be shrunken estimates, in that they are drawn to the population mean of zero for clusters that 

have fewer observations. Anders Skrondal and Sophia Rabe-Hesketh (2009) investigate in detail use of these 

empirical Bayes estimates for multilevel models of non-normal outcomes. 

Figure 1 presents a standard error bar chart of the empirical Bayes estimates of the class random effects 

from the 3-level model. As these are deviations, relative to the population mean of zero, a horizontal line at 

zero is included in the plot. The dots in the plot represent the 135 classroom estimates, which are ranked 

from lowest to highest on the x-axis. The range of these estimates is from slightly less than −0.5 to about 

0.5. Classes with negative/positive estimates would be indicative of classes that are performing below/above 
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the population average, in terms of their effect on the knowledge scores of the students within those classes. 

For each class, a 95% confidence interval is also provided. From these, we can see that all of the confidence 

intervals include zero, so while there is variability in the class effects, none of them are unusually positive or 

negative. 

Figure 1. Standard error bar chart of class random effects. 

Multilevel Proportional Odds Models for 

Longitudinal Ordinal Data 

In this section, the focus is on longitudinal data in which subjects are at level-2 and their repeated 

observations are at level-1, and consider an ordinal outcome. Thus, subjects are denoted as i (where i = 1,…, 

N subjects) and the repeated observations are denoted as j (where j = 1,…, ni). The number of repeated 

observations per subject is ni, and so there is no assumption that each subject is measured on the same 

number of time points. In longitudinal studies, it is common to have incomplete data across time, so it is 

important that the model allows for this possibility. The ordinal outcome for subject i at time point j is Yij, and 
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the conditional probability of a response in category c is pijc = Pr(Yij = c | υi). We assume that there are a total 

of C ordered categories. Because the categories are ordered, the ordinal model is typically expressed in terms 

of cumulative probabilities Pijc = Pr(Yij ≤ c | υi). The multilevel logistic regression model for the cumulative 

probabilities of subject i at time point j is given in terms of the C − 1 cumulative logits as 

(4) 

with C − 1 strictly increasing model thresholds γc. These thresholds are akin to intercepts and represent the 

cumulative logits when the covariates and random effects equal 0. Basically, the thresholds indicate how 

many responses are in the different categories (when the covariates and random effects equal 0) and are 

usually not of great interest. The distribution of responses in the ordered categories is completely arbitrary. 

As usual, xij are the covariates and β are the regression coefficients. The random effects υi reflect each 

subject’s influence on their repeated observations. This model is referred to as a random-intercept model as 

the subject effects do not vary across time. These are assumed to be distributed in the population of subjects 

as N(0,συ
2), and so the sample of subjects are thought to represent a population of subjects that one wants 

to make inferences about. 

In the aforementioned representation, a positive β would indicate that higher values of the respective 

covariate are associated with higher values of the ordinal outcome, and a negative β would indicate the 

opposite. This is the usual way that the ordinal model is represented, however, it is not universal. A notable 

exception is in the SAS software procedures for ordinal outcomes (e.g., PROC LOGISTIC, PROC GLIMMIX), 

which, by default, add the regression part of the model to the thresholds. 

(5) 

In this representation, a positive β would indicate that higher values of the covariate are associated with 

lower values of the ordinal outcome, and a negative β would indicate the opposite. SAS does have options 

to change this representation of the ordinal model, but this is what is done by default. The important point is 

that users need to be sure of the way the particular software program expresses the ordinal model to obtain 

correct interpretation of the regression coefficients. 

In terms of the conditional cumulative responses, using Equation 4, the model is written as 

(6) 
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Thus, if there were three response categories, then category-specific probabilities would be obtained as pij1 = 

Pij1, pij2 = Pij2 − Pij1, and pij3 = 1 − Pij2. 

Proportional Odds Assumption 

Since the regression coefficients β do not carry the c subscript, the covariate effects do not vary across 

categories. More precisely, the effect of each covariate in x is assumed to be the same across the C − 1 

cumulative logits. For example, if Y has three categories, it is as if one ran two binary logistic regressions (with 

dichotomized outcomes 1 vs. 2 & 3 and 1 & 2 vs. 3) and required that the covariate effects were the same for 

these two analyses. Peter McCullagh (1980) calls this assumption the proportional odds assumption, as the 

effects are equal on the logit scale and proportional on the odds scale. 

Relaxing the proportional odds assumption is possible; Donald Hedeker and Robin Mermelstein (1998) 

described a multilevel nonproportional odds model in which the covariates have different effects on the C 

− 1 cumulative logits. A test of the proportional odds assumption can then be performed by running and 

comparing models: assuming proportional odds vs. relaxing proportional odds assumption. Comparing the 

model deviances (i.e., −2 log likelihood values) from these two analyses provides a likelihood-ratio test of 

the proportional odds assumption for the set of covariates under consideration. Use of this test and several 

nonproportional odds models are presented the article “Methods for Multilevel Ordinal Data in Prevention 

Research” (Hedeker, 2015); here, because the outcome described in what follows has a large number of 

response categories, we present analyses assuming proportional odds. 

Random Intercept and Trend Model 

Thus far, the model only includes a single random subject effect υi and assumes that a subject’s effect on their 

responses is the same across all time points. This can be an unreasonable assumption because subjects 

often vary in their trends across time. To allow for this, we can extend the model by including a random subject 

trend for a time variable denoted as Tij (note: this variable would also be included as a variable in the vector 

xij): 

(7) 

Here, υ1i indicates the degree to which subjects have different time trends, as it is akin to an interaction 

of subject by time. With υ1i in the model, υ0i now represents the subject effect when Tij equals 0, and υ1i 

indicates how a subject’s effect varies with time. To the extent that the υ1i parameters are nonzero, subjects 
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will have different trends across time. Both random effects are usually assumed to be normally distributed 

in the population of subjects with means of zero and variances σv0

2  and σv1

2 , respectively. The covariance 

between a subject’s intercept and trend, σv01
, indicates the degree to which a subject’s starting point is 

associated with their trend. 

Longitudinal Data Example 

To illustrate application of the multilevel proportional odds model, we present analyses using data from 

the National Institute of Mental Health Schizophrenia Collaborative Study. We will examine Item 79 of the 

Inpatient Multidimensional Psychiatric Scale (IMPS; Lorr & Klett, 1966)). Item 79, “Severity of Illness,” was 

scored on a 7-point scale ranging from normal, not at all ill (0) to among the most extremely ill (7). These 

data were previously analysed as quartiles (for the outcome values) using a multilevel probit model (Hedeker 

& Gibbons, 1994). Here, we will analyze the data using the full range of outcome categories and using a 

multilevel logistic model. 

Because ratings were sometimes made by two or more psychiatrists, fractional ratings of 1.5, 1.67, and 

so on are present in the data. In total, there are 21 ordered values for this severity of illness outcome. 

Figure 2 shows a histogram of the outcome. As can be seen, the distribution is a bit skewed, which 

suggests that analysis using a continuous normal model might not be appropriate. In this regard, Daniel John 

Bauer and Sonya K. Sterba (2011) conducted an extensive simulation study and concluded that continuous 

normal models were only reasonable when the ordinal outcome had seven or more response categories 

and its distribution was approximately normal. In cases of less than seven outcome categories or skewed 

distributions, these authors reported biased estimates using normal mixed models for continuous outcomes. 

Further, Qi Liu, Bryan E. Shepherd, Chun Li, and Frank E. Harrell Jr. (2017) advocated use of the ordinal 

model for continuous outcomes because of its flexibility in handling arbitrary distributional forms. Essentially, 

the ordinal model makes no assumption about the distribution of responses, other than that they are ordered. 

Thus, the ordinal model is attractive for analysis of continuous responses that are skewed or non-normal in 

other ways. Here, we present analyses treating this outcome as ordinal with 21 categories. 

Figure 2. Frequency distribution of the ordinal severity of illness outcome. 
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Patients in this study were randomly assigned to receive one of four medications: placebo, chlorpromazine, 

fluphenazine, or thioridazine. Since previous analyses revealed similar effects for the three anti-psychotic 

drug groups, they were combined in the present analysis. The sample sizes for the two groups across time 

are presented in Table 3. The protocol of this study called for subjects to be measured at weeks 0, 1, 3, and 

6; however, a few subjects were additionally measured at weeks 2, 4, and 5. The multilevel model allows for 

incomplete data across time, so all of the measurements can be included in the analysis. 

Table 3. Experimental design and weekly sample sizes across time. 

Group 

Sample Size at Week 

0 1 2 3 4 5 6 

Placebo (N = 108) 107 105 5 87 2 2 70 

Drug (N = 329) 327 321 9 287 9 7 265 

Note. Drug = Chlorpromazine, fluphenazine, or thioridazine. 
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Table 4 lists results from both a random intercept and a random intercept and time model. A likelihood-ratio 

test comparing these two models yields χ2 = 6697.08 − 6820.95 = 123.87. Just as in testing of the variance 

in a random intercept model, an adjustment to the usual likelihood-ratio test must be made in testing of the 

random time variance. Here, the χ2 value of 123.87 needs to be compared to the critical value of a 50:50 

mixture of χ2 distributions on 1 and 2 degrees of freedom (see Snijders & Bosker, 2012). The appropriate 

critical value is 5.14 at α = .05, and so our result is clearly significant. This indicates that the random intercept 

model is rejected in favor of the random intercept and time model, and so subjects display heterogeneity in 

terms of their trends across time. 

Table 4. Severity of illness—Multilevel proportional odds regression estimates (standard errors). 

Parameter Random Intercept Random Intercept and Time 

Time −0.657*** (.109) −0.750*** (.173) 

Tx 0.007 (.266) 0.104 (.300) 

Tx × Time −1.208*** (.128) −1.6429*** (.205) 

Intercept variance 3.207 (.349) 4.596 (.691) 

Intercept, Time covariance −0.693 (.290) 

Time variance 1.668 (.281) 

−2 Log L 6,820.95 6,697.08 

Note. Wald tests not done for (co)variances. Tx = treatment. 

***p < .01. **p < .05. *p < .10. 

In these models, we have expressed the time variable as the square root of week, as this helped to linearize 

the relationship between the C − 1 cumulative logits and time (Hedeker & Gibbons, 1994). This leads to 

an efficient single degree of freedom test for the parameter of most interest, namely the treatment (tx) by 

time interaction. On the downside, the interpretation of the parameter estimate is not as straightforward. In 

any case, we can see that both analyses indicate significant negative time and tx by time interaction. With 

the interaction in the model, the time effect represents the time trend for the tx group coded 0, which is the 

placebo group. Thus, there is evidence that the placebo group improves across time (has lower values of 

severity of illness as time is increased). The significant tx by time interaction indicates that the tx group (the 

three drugs combined) improve at a faster rate across time. Thus, there is evidence that the medication is 

effective in reducing severity of illness across time, relative to placebo. The nonsignificant tx effect indicates 

that the two groups are not different when time equals 0, which is the baseline time point. Not shown in Table 
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4 are the estimates of the 20 threshold parameters. This is certainly a large number of parameters, but they 

merely represent the distribution of responses in the 21 ordered categories when covariates equal zero and 

are typically not of great interest. Again, the ordinal model makes no assumption about the distribution of 

responses, so these thresholds are often considered to be nuisance parameters. However, in some cases, 

the thresholds are of interest and can even be considered as random effects (see Johnson, 2003). 

Multinomial Multilevel Logistic Regression 

Models for Longitudinal Nominal Data 

Nominal outcomes occur when there are more than two response categories, but they are not ordered. In 

this case, we have the conditional probability for a response in category c as pijc = Pr(Yij = c | υic). In the 

longitudinal context, this would be for subject i at time point j, and the multinomial multilevel model can be 

written as: 

(8) 

where, the first category is treated as the reference cell. Thus, if there are three categories, then two logits are 

embedded within the model, one comparing Category 2 to 1 and the other Category 3 to 1. In this case, there 

are two sets of regression coefficients βc and random effects υic. The latter can be treated as independent 

or correlated. Another category besides the first can be considered as the reference cell; however, it is 

conventional to treat either the first or last category as the reference, and most software for the multinomial 

multilevel model allow these possibilities. 

With the aforementioned formulation, the conditional probability that Yij = c (a response occurs in category c) 

for subject i at time point j is given by 

(9) 

(10) 

Again, here the first category is being treated as the reference cell. In terms of the random effects υic, these 
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are usually considered to be normally distributed with zero mean and variances σc
2, with c = 2, 3,…, C. Thus, 

there are C − 1 variances, one for each of the C − 1 contrasts of the nominal response. As described by 

Hedeker (2003), there are also C − 1 ICCs, given by 

(11) 

As mentioned, the C − 1 random effects υic can be considered to be independent or correlated. If they are 

considered independent, then if there are three response categories, one is treating a person’s response 

propensity for Category 2 versus Category 1 as being uncorrelated with their response propensity for 

Category 3 versus Category 1. This can be a restrictive assumption, so allowing the random effects to 

be correlated is at least worth investigating. Again, one can estimate both models, assuming and relaxing 

this independence, and compare the models via a likelihood-ratio χ2 test to assess the plausibility of this 

independence assumption. We will illustrate this in the example that follows. 

As described for the binary case, the 2-level model in Equation 8 can be extended to three levels if such 

structure is present in the data (e.g., students within classrooms within schools or repeated observations 

within subjects within clusters). Similarly, as described for the ordinal case, for longitudinal data, multiple 

random subject effects (i.e., intercepts and slopes) can be considered. However, in the nominal case, this 

will lead to more variance-covariance parameters, as there will then be C − 1 variance-covariance matrices 

associated with the multiple random effects. For example, with three response categories (i.e., C = 3) and 

random intercepts and slopes, two (i.e., C − 1) 2 by 2 variance-covariance matrices would be estimated. 

Additionally, these two matrices could be independent or correlated. In the case of independence across 

the two variance-covariance matrices, this would result in a total of six parameters (i.e., intercept variance, 

slope variance, and intercept-slope covariance for each of the two logits). In the case of correlated sets, 

then an additional four covariance parameters would be included (i.e., first intercept with second intercept, 

first intercept with second slope, first slope with second intercept, first slope with second slope). Clearly, 

more repeated observations per subject would be required to consider multiple random subject effects in the 

multinomial model. 

Longitudinal Data Example 

The McKinney Homeless Research Project study (Hough et al., 1997) assessed the effectiveness of Section 8 

housing certificates for homeless individuals with mental illness in San Diego, CA. These housing certificates 

were aimed at helping low-income subjects obtain independent housing in their community. Three hundred 

sixty-one subjects participated in this study and were randomly assigned to either receive these housing 

certificates or not. The sample consisted of subjects who were diagnosed with a mental illness and who were 
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homeless or at risk of becoming homeless. Each subject’s housing status was classified as streets/shelters, 

community housing, or independent housing at baseline, 6-, 12-, and 24-month follow-ups. The observed 

sample sizes and proportions for these three outcome categories by group across time are presented in 

Table 5. As can be seen, both groups increase across time in the proportion of subjects living in independent 

housing; however, the group receiving Section 8 certificates have higher levels of these response proportions. 

Table 5. Housing status across time by group: Response proportions and sample sizes. 

Group Status 

Time Point 

Baseline 6 Months 12 Months 24 Months 

Control 

Street .555 .186 .089 .124 

Community .339 .578 .582 .455 

Independent .106 .236 .329 .421 

N 180 161 146 145 

Section 8 

Street .442 .093 .121 .120 

Community .414 .280 .146 .228 

Independent .144 .627 .732 .652 

N 181 161 157 158 

Since Section 8 certificates are intended to influence the possibility of obtaining independent housing, here, 

the independent housing category was selected as the reference cell. The observed logits for the two 

comparisons (street vs. independent, community vs. independent) are plotted in Figure 3. In both plots, the 

logits generally decrease across time, but the non-Section 8 group has consistently higher logits than the 

Section 8 group. This indicates increased probability of street and community housing, relative to independent 

housing, for the non-Section 8 group. 

Figure 3. Housing status logits by group across time (0 = baseline, 1 = 6 months, 2 = 12 months, 4 = 24 

months). 
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In the modeling of the effect of time, instead of using time trends as in the ordinal example, here each follow-

up time point was compared to baseline using dummy variables for each of the follow-up time points. How 

one treats time in longitudinal models is an important consideration and should be matched with the scientific 

aims of the study. By using baseline as the reference time point, we can assess whether there are changes 

in housing status at each follow-up relative to baseline. Similarly, the models included a dummy variable for 

Section 8 group (0 = no, 1 = yes) and the three interactions of the follow-up dummies with the group dummy. 

Thus, we can determine whether any housing differences at each follow-up, relative to baseline, vary between 

the two groups. These interactions essentially represent differences (between groups) of differences (each 

follow-up relative to baseline). 

In terms of the random effects, here we consider random intercept models. As mentioned earlier, for 

longitudinal data, one can consider random intercept and time effects, as was done in the example for ordinal 

data. However, given that the multinomial model includes C − 1 sets of variance-covariance parameters, here 

this would mean two 2 × 2 variance-covariance matrices in the case of random subject intercepts and time 

effects, which may be excessive given there are only four time points. 

Two multilevel models were fit to these data using independent housing as the reference cell. The first model 

assumed that the random effects for the two logits were independent, and the second model relaxed this 
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assumption. A likelihood-ratio test yields χ1
2 = 2218.28 − 2180.93 = 37.35, which rejects the former in favor 

of the latter. Thus, the random effects for these two logits are clearly correlated. Table 6 lists the estimates 

for this model allowing for covariance between the two logits. In terms of the street versus independent logit, 

all three follow-up dummies are negative and significant. Given that the model includes the interaction of 

these dummies with group, these “main effects” represent the time effects for the non-Section 8 group. Thus, 

relative to baseline, the probability of street housing is decreased at each follow-up for the non-Section 8 

group. The Section 8 main effect represents the difference between the groups at baseline. This is negative 

and marginally significant, which indicates that the Section 8 group had somewhat lower probability of street 

housing, relative to independent housing, at baseline. In terms of the interactions, only the Section 8 by t1 

interaction is significant. Thus, at 6 months, relative to baseline, the Section 8 group has decreased probability 

of street housing, relative to independent housing, as compared to the non-Section 8 group. That is, the 

change in housing between 6 months and baseline is improved (less street housing and more independent 

housing) for the Section 8 group compared to the non-Section 8 group. 

Table 6. Housing status across time: Multinomial multilevel model estimates and standard errors (SE). 

Parameter 

Street vs. Independent Community vs. Independent 

Estimate SE Estimate SE 

Intercept 2.599 0.384 1.977 .363 

t1 (6 months vs. base) −2.888 0.454 −0.514 .385 

t2 (12 months vs. base) −4.394 0.530 −1.049 .388 

t3 (24 months vs. base) −4.311 0.496 −1.721 .390 

Section 8 (yes = 1, no = 0) −0.831 0.494 −0.179 .447 

Section 8 by t1 −1.969 0.644 −2.300 .525 

Section 8 by t2 −0.287 0.677 −2.762 .550 

Section 8 by t3 −0.202 0.644 −1.362 .523 

Subject variance 5.826 1.137 2.758 .590 

Covariance 

−2 log L = 2,218.73 
2.941 0.688 
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Note. Bold indicates p < .05, italic indicates .05 < p < .10 (Wald tests not done for (co)variances). 

For the community versus independent housing logit, the time effects are all negative but only significant at 

12 months and 24 months. Thus, the non-Section 8 group has decreased probability of community housing, 

relative to independent housing, at 12 months and 24 months compared to baseline. Here, all three group 

by time interactions are negative and significant. This indicates that the Section 8 group, as compared to the 

non-Section 8 group, has greater decreases in the probability of community housing, relative to independent 

housing, at all follow-ups compared to baseline. Finally, the variance estimates for both logits are large 

and positively associated, as indicated by the large positive covariance. This suggests that an individual’s 

propensities to secure independent housing, relative to each of the two other housing options, are positively 

correlated. 

Poisson and Negative Binomial Multilevel 

Models for Longitudinal Count Data 

For longitudinal count data, the Poisson multilevel model provides a useful approach for data analysis. Let Yij 

be the value of the count variable (where Yij can equal 0, 1,…) associated with individual i and time point j. 

If this count is assumed to be drawn from a Poisson distribution, then the mixed Poisson regression model 

indicates the conditional expected number of counts as: 

(12) 

As in the previous models, xij are the covariates, β are the (fixed) regression coefficients, and υi are the 

random subject effects distributed in the population with mean zero and variance σv
2. As before, this 2-level 

model can be extended to higher levels and multiple random effects could be included. 

In some cases, the amount of time under which the count is observed varies across observations. For 

example, B. McKnight and S. K. Van Den Eeden (1993) describe a study in which the number of headaches 

in a week were recorded, however not all individuals were measured for all 7 days. For this, let tij represent 

the follow-up time associated with units i and j. As described by P. McCullagh and J. A. Nelder (1989), the 

model is now augmented as 

(13) 
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which can also be expressed as: 

(14) 

to reflect that it is the expected number of counts per unit of time that is being modeled. The term tij is 

sometimes called an offset or exposure. 

Taking exponentials on both sides of the equation yields: 

(15) 

which gives rise to the rate ratio interpretation of the regression effects. Namely, expβ for a particular 

covariate, indicates the ratio of rates per unit change in the covariate. For example, suppose that the covariate 

is Group coded 0 and 1. Then, expβ for the Group covariate is the ratio of the rate when Group = 1 relative 

to when Group = 0. In this metric, if the ratio is unity then there is no difference in the rates between the two 

groups. 

With the Poisson distribution for the count Yij, the probability that Yij = y (i.e., a particular value of the count), 

conditional on the random effects υi, is: 

(16) 

where μij = tijexp(xij
'β + vi). An assumption of the Poisson distribution is that the mean and variance are equal. 

This can be a dubious assumption, as often the variance increases more than the mean as the expected 

count increases, resulting in overdispersion. In order to check it, one can also fit a negative binomial multilevel 

model for count data, which adds one additional parameter to relax the mean = variance assumption. The 

Poisson model is a special case of the negative binomial model because it assumes that this additional 

dispersion parameter equals zero. Thus, for a given data set, one can perform a likelihood-ratio test to 

compare these two models and assess this assumption. 
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Longitudinal Data Example 

The data for this example are taken from the aforementioned paper by McKnight and Van Den Eeden (1993) 

who report on the number of headaches in a two tx, multiple period crossover trial. Specifically, the number 

of headaches per week was repeatedly measured for 27 subjects. Following a 7-day placebo run-in period, 

subjects received either aspartame or placebo in four 7-day tx periods according to the double-blind crossover 

tx design. Each tx period was separated by a washout day. In all, there were 122 observations within the 

27 subjects (minimum = 2, maximum = 5, and average = 4.5 observations per subject). Figure 4 presents a 

histogram of the number of headaches. As can be seen, the distribution includes many zeroes and ones and 

does not resemble a normal distribution at all. 

Figure 4. Histogram of numbers of headaches in a week. 

Multilevel Poisson models were fit to these data and presented in Table 7. In these, dummy variables for 

each of the four 7-day tx periods were included; these represent period effects relative to the baseline 7-day 

placebo run-in period. An additional dummy variable Drug was included and coded as 0/1 if the 7-day period 

was a placebo/aspartame period. This is a time-varying covariate since each subject was scheduled to 

experience three placebo periods (the run-in and two follow-up periods) and two aspartame periods (two 
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follow-up periods). In this study, the vast majority of the observation periods consisted of the full 7 days, 

however, 6 of the 122 observations were made on fewer than 7 days. As indicated earlier, the number of 

days that these headaches were based on can be considered as an offset variable tij. Without the offset, it is 

assumed that all observations are based on the same number of days (i.e., 7), whereas with the offset it is 

recognized that some of the observations (in this case, 6) where based on fewer than 7 days. For illustrative 

purposes, Table 7 presents results both ignoring and taking this offset variable into account. 

Table 7. Number of headaches per week across time: Poisson multilevel model estimates and standard errors 

(SE). 

Parameter 

Without Offset With Offset With Offset and Random Drug 

Coefficient Standard Error Coefficient Standard Error Coefficient Standard Error 

Intercept .251 .205 −1.713 .210 −1.743 .222 

Period1 .081 .235 0.100 .236 0.124 .248 

Period2 .034 .224 0.088 .225 0.057 .232 

Period3 −.227 .255 −0.212 .257 −0.213 .267 

Period4 −.159 .253 −0.079 .254 −0.066 .262 

DrugAsp .215 .164 0.280 .164 0.247 .236 

Intercept variance .433 .174 0.478 .193 0.528 .238 

Intercept, drug covariance −0.145 .207 

Drug variance 0.394 .288 

−2 Log L 406.35 404.87 400.17 

Note. Bold indicates p < .05, italic indicates .05 < p < .10 (Wald tests not done for (co)variances). 

As can be seen in Table 7, in terms of the drug effect taking the offset variable into account makes a 

difference. Specifically, in the model without the offset the drug effect is not statistically significant, but in the 

model including the offset, the drug effect is marginally significant. Exponentiating the estimate of 0.28 yields 

1.32, indicating that aspartame increases the expected rate of headaches (number of headaches per day) 

by 32%, controlling for the period and random subject effects. The other difference of note is the intercept 

estimate which varies quite a bit between the model with and without the offset. This is because the intercept 
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has a different meaning with and without the offset. In the model without the offset, it represents the log 

number of headaches in the baseline period, whereas with the offset it is the log of the rate of headaches 

(number of headaches per day). In both cases, the estimates are obtained controlling for the random subject 

effect. Notice that exp(.251) = 1.285 and 7 × exp(−1.713) = 1.262, both indicating close agreement in terms 

of the number of headaches in the 7-day baseline period, controlling for the random subject effect. 

To check for the possibility of overdispersion, a multilevel negative binomial model was fit to these data 

(results not shown). Comparing this to the Poisson model in terms of a likelihood-ratio test yields a χ2 value 

of 0.66, which is clearly not significant. Thus, for these data, the mean = variance assumption of the Poisson 

model is reasonable. Certainly, this is not always the case and needs to be checked in practice. 

In many studies, drug or tx is a subject-level variable and does not vary across time. In this study of 

headaches, however, drug is a time-varying variable and does vary within subjects. As a result, here we can 

consider drug to be a random subject effect. This allows us to test whether there is heterogeneity across 

subjects in the number of headaches for aspartame relative to placebo. In other words, it could be that 

sensitivity of the drug effect on headaches varies across subjects. This would certainly seem to be plausible. 

Table 7 lists results of the model that includes this random drug effect. Here, the drug effect is clearly 

nonsignificant (z = .247 / .236 = 1.04). However, one should test whether this random drug effect is necessary 

or not. Comparing the two models with and without the random drug effect yields χ2 = 404.87 − 400.17 = 4.7. 

Here, again, we need to use a 50:50 mixture of a χ2 on 1 and 2 degrees of freedom (since we are testing for 

the significance of the drug variance and intercept, drug covariance). From Snijders and Bosker (2012), the 

critical value is 5.14 at α = .05, so this is not quite significant. Thus, there is not sufficient evidence for the 

random drug effect in this case. 

Relevant Published Works and Software 

The methods described in this entry have been developed and applied for a number of years, and most texts 

on multilevel (Goldstein, 2011; Hox, Moerbeek, & van de Schoot, 2017; Raudenbush & Bryk, 2002; Snijders & 

Bosker, 2012) or longitudinal (Brown & Prescott, 2006; Diggle, Heagerty, Liang, & Zeger, 2002; Fitzmaurice, 

Laird, & Ware, 2004; Hedeker & Gibbons, 2006; Molenberghs & Verbeke, 2005) contain materials and 

examples on at least some of the models described in this entry. Also, some texts provide coverage of 

statistical theory of such models (see, e.g., Demidenko, 2013; McCulloch, Searle & Neuhaus, 2008; Skrondal 

& Rabe-Hesketh, 2004; Stroup, 2013). An article describing the reporting of results from these models in the 

medical literature over the period from 2000 to 2012 is “Methodological quality and reporting of generalized 

linear mixed models in clinical medicine (2000–2012): A systematic review” by Marti Casals, Montserrat 

Girabent-Farrés, and Joseph L. Carrasco (2014). These authors report increased usage of these models in 

research articles across this time period and also provide recommendations for how the results should be 

reported. 

In terms of software, there are several software packages and/or programs that include procedures for 
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running the models presented in this entry. For the analyses provided here, Stata, Supermix, and SAS were 

used to estimate the model parameters with identical or near-identical results. All of these programs provide 

online documentation further describing these models. All three of these programs provide full-information 

maximum likelihood estimation using adaptive Gauss–Hermite quadrature to integrate over the random 

effects distribution (Rabe-Hesketh, Skrondal, & Pickles, 2002). 

For non-normal outcomes, like those considered in this entry, this integration must be performed in order 

to achieve the full-likelihood solution. This differs from models for normal outcomes in which the integration 

can be expressed in closed form. The quadrature solution approximates the integral using a finite number of 

points Q for each random effect dimension and has been shown to be superior to other more approximate 

estimation methods (Rodríguez & Goldman, 1995). Thus, for models with random intercepts and slopes (i.e., 

two dimensions), the solution is over Q2 points. This approach can be time-consuming if the number of 

random effect dimensions is large (say more than 5) but is feasible for most applications with a more limited 

number of random effects. 

In terms of how many points are necessary to yield accurate results, Stata, for example, uses 7 points per 

dimension, which seems to be a reasonable choice for adaptive quadrature (Lesaffre & Spiessens, 2001). 

One can override the default values of the various software programs to examine how sensitive the results 

are to the number of quadrature points used. 
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